Regressing House Prices on Income: Can Bubbles be identified?

Objective

Is this a good time to buy a house in Seattle? Prices have certainly fallen a lot, but not as far as in other cities. How can one know if prices have bottomed, are close to bottoming, or at least close to fundamentals? Can bubbles (or the lack thereof) be identified? These are some questions I wanted to answer with this project, especially as buying a house is decision I could soon be involved in.

Reading the news, it seemed that the primary reason for a bubble was that people were buying houses they could not afford. So, it might be a good idea to regress income against house prices for a few years before, say, 2004, when it is surmised that the bubble was definitely underway. Then, armed with the “fundamental” relation between house prices and income, we could check if growth in house prices outstripped growth in income, when, and if it was enough to cause raised eyebrows.

Data

The first thing to do would be to obtain data for both variables.

For the house prices, I decided to make use of the seasonally adjusted S&P Case-Shiller® index for Seattle, as it removes both (a lot of the) bias and seasonal changes. Unfortunately, this is only available from 1990 onwards. Even so, it seemed the best indicator of house prices available.

For income, I used the per-capita quarterly income for Washington state from the Bureau of Economic Analysis. I tried to get median income by month, but couldn’t find the data; I did find median income by year in King County, but with my analysis already constrained by the 1990 limit on the Case-Shiller index, using annual income numbers would have meant shrinking my data set to just 18 points.  Note that this data is not seasonally adjusted.

This brings up two questions:

a. Should I adjust seasonally, or just use the unadjusted Case-Shiller?

b. Should I transform the Case-Shiller to quarterly, or the per-capita income to monthly?

I decided to 

a. Seasonalise the income series

b. Take the average Case-Shiller index for the three months in every quarter.

The above data is found in the ‘RawData’ tab of the attached workbook.

The next thing to do, of course, is to examine the data. I plotted both income and house prices against time, as follows:
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(These plots were made after leaving out the 2004Q4 data. Income at this point seemed to be an outlier.)

While income rose almost linearly, there are two places (1996Q4 & 2004Q3) where the slope of the house prices changes, increasing suddenly. The change at 2004Q3 seems especially sharp.

i. Regress the house prices against income for data points between 1990 & 2003, inclusive.

ii. Fit a time series to the residuals of the regression

iii. Forecast the house prices from the combined regression-time series model for the rest of the data points, and compare to the actual.

Regression

The Data Analysis add-in for Excel was used to perform the regression analysis. The results are shown below:

HP = 7.32598 + 5.28606 INC

Where:

INC: per-capita seasonally adjusted income for Washington state

HP: house prices as represented by the S&P Case-Shiller® index

The regression statistics were as follows:

	Statistic
	Value

	R-squared
	0.949936

	Adjusted R-squared
	0.949009

	tINC
	32.01

	tConstant
	2.88

	F
	1024.23


Since the critical t-values at the 95% level (for 54 degrees of freedom) is 1.675, the null hypothesis that both coefficients are zero can be safely rejected. As expected for a two-variable regression, the F statistic is simply the square of tINC.

The line-fit plot produced by the add-in shows a fit that seems fairly good to the eye.
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However, the residual plot clearly shows a v-shaped pattern.   
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This implies that the residuals do not obey the assumptions of classical regression analysis, and possibly suffer from serial correlation. Therefore the regression is not successful in explaining the house prices to within a random additive factor.
To test this, we calculate the Durbin-Watson statistic for the residuals.

	Durbin-Watson statistic
	0.086717


This is very close to zero, implying a high degree of positive serial correlation. This is, therefore, a natural candidate for fitting a time-series model to.  On performing the analysis, an AR(1) model was found to be sufficient.

Forecasts

We cannot make ex-ante forecasts as we have not modelled the income for time periods after the present. However, since the original purpose of this model was to identify bubbles, and we think we have one hiding in the ex-post data, all we need are ex-post forecasts. This produces the following plot.
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The bubble could not be more evident.

Conclusions

It seems that the combined regression-time series model does a fair job of predicting house prices. Based on this analysis, we can conclude two things:

i. That there indeed was a housing bubble in Seattle, where the ratio of house prices to income far exceeded the historical norm

ii. If income follows the same linear trend as it has followed since 1990, this seems to be a fine time to buy a house!

