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Diamond Prices and “The Four C’s”
Introduction:


The first thing a salesman will tell you when you walk into a jewelry store looking for a diamond is that it’s all about “the four C’s”. Those are cut, color, clarity and carat; the four most important characteristics of a finished diamond. My project will attempt to fit a regression to diamond price based on these variables.

For anyone who isn’t familiar with diamonds, here is a short summary. There are several internationally recognized institutions that grade diamonds. They give each diamond a rating for each variable by having several certified specialists inspect the diamond and compare it to a standard. The carat is simply the weight of the diamond, with 1 carat = 0.2 grams. The color is graded D (perfectly clear), E, F, etc. with the color increasing with the letter. The diamond becomes visibly yellow around H, I, or J for most people. The clarity refers to the imperfections (or lack thereof) inside and on the surface of the diamond. This ranges from F (flawless) to VS (very slightly included) to I (included) meaning there are some imperfections “included” in your diamond. For ratings above I, these are not visible to the naked eye. The cut of a diamond is the quality of the angles and edges that make up the surface of the diamond. The standard depends on the shape the diamond is cut into.

I recently purchased a diamond, so this is where my interest mainly comes from, but I also chose the subject of diamonds because of these 4 variables, carat is almost continuous, and the others, while discrete, take on many values so the result should be a little more interesting than if they were true dummy variables taking on only two distinct values.

To obtain data, I simply copied and pasted search results from an online diamond store. The website is http://www.diamondsellers.net/html/diamond_database.html, and I obtained the data (1033 records) on 6/23/2009. There’s nothing special about this particular online dealer, I just picked it because the page would show 100 results at a time, rather than just 10 or 20 as many other sites did.


Let me lay out my hypotheses and expectations first, so we can compare with the final result. Obviously, I expect the price to increase as the carat increases, and as the color and clarity near perfection. Also, I expect the relationship to be exponential rather than linear, since diamonds that are twice as large (or twice as clear, or twice as colorless) are more than half as rare. I believe all the variables will be significant, with the carat being the strongest predictor. Heteroscedasticity will likely be found, but it may be neutralized after a transformation of the data.

I have not mentioned cut because I am not going to use it for the analysis. The data did not include the rating for the cut, only the dimensions of the diamond (which can be used to judge the cut). It is said that this is the most subjective of the variables, so I am comfortable leaving it out.

One interesting thing which could make this analysis less than straightforward is that, supposedly, the value in a 1.00 carat or greater diamond over a 0.99 carat or less diamond is more than just the additional weight. This is because “It’s 1 carat, my darling” sounds better than “It’s almost 1 carat, my darling”, or “If you round to the nearest 0.05 carats, yes, it’s 1 carat, my darling”. You have to pay an extra premium for diamonds bigger than 1 carat because of this psychological factor. I believe there will be a change in the relationship between price and carat around 1.00 carats, and the best model will be piecewise linear.
Results:


I started by looking at charts of price versus carat and log of price versus carat. It was clear that carat was predictive, and that the relation between carat and log price was piecewise linear. 
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I used the regression add-in in excel to perform several regression analyses. First I compared a regression using only carat to one using carat, color and clarity. Adding in the extra variables increased the adjusted R2 slightly, and increased the significance of the F-statistic. The R2 for both regressions was less than 0.7, but the F-statistics were highly significant, as well as the t-statistics for each variable. Note that it is more appropriate to look at the adjusted R2 since we are comparing models with different degrees of freedom.

Next I added a “dummy” variable equaling the carat if the stone is 1 carat or greater and 0 otherwise. This is actually a dummy variable (indicating when the carat is bigger than 1) multiplied by the carat variable. I used this because rather than a jump in the log price at 1 carat, we see a change in the slope, meaning the estimated coefficient for carat needs to change depending on if carat is greater than or less than 1. Adding this variable to the regression improved the model. The significance of the F-statistic increased, and the adjusted R2 increased to 0.72. The t-statistic indicated that the 1 carat dummy variable was significant.


At this point I wasn’t very satisfied because of the low R2. I looked at the residuals on carat, which by looking at the t-statistics (and their p-values) was indeed the most significant variable. 
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There was apparently some heteroscedasticity in the data, although this is the opposite of what I expected. I believed the variance would increase with the carat but actually the error variance was higher for smaller carats. To adjust for this, I chose as the dependent variable log price multiplied by the carat. This decreases the Y values (and hence error variance) for smaller carats and increases the variance for higher carats. Hopefully, this would produce a better model, more closely fitting the hypothesis of constant variance in the error term.


This proved to be the case after running the regression. Using all the variables, and the 1 carat dummy variable to model carat multiplied by log of the price, the R2 increased to over 0.99 and the F-statistic’s significance was so high that the value in excel is actually zero. All input variables were found to be significant based on the t-statistics. Below are the plots of the actual and fitted values:
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From the actual vs. fitted plots, we see that the model fits the data very well. The only bad thing I noticed was a poor fit at the extreme values of the carat, less than 0.5 carats and more than 1.5 carats. Looking at the residual plot, there is an obvious bias in those areas.
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We have shown that there is a change in the relationship at 1 carat, and the price increases exponentially with the explanatory variables, all of which are significant. Also, carat did turn out to be the most significant variable. There is heteroscedasticity, although not in the way I would have expected.

I want to spend some time breaking down the final result because it took me some time to wrap my head around it. We did not directly model price, log of the price, or even log price per carat. We modeled carat times log price. Our final regression equation is:
Price = exp[ B1 / carat + B2 + B3 * color / carat + B4 * clarity / carat + B5 * 1 carat indicator]
B1, B2, etc. are the coefficients of the regression. Notice that carat is in the denominator wherever it appears in the equation. At first I thought there must be a mistake. As carat increases, the denominator increases so the fraction decreases, thus price decreases. Surely, the price must increase with the carat, and our model clearly fits the data well, so what’s wrong? The intercept for the regression, B1, becomes the coefficient of 1 / carat, and looking at the regression output in excel, it is actually negative. As the carat increases, this term moves toward zero from below, so the price increases.

To quantify the final result, our model predicts that for a 1.00 carat diamond, you will pay 5% more to increase the color by one grade, and 4% more to move up a grade in clarity. For the “WOW, one carat!” factor, you will have to pay a whopping 22% more for the same color and clarity. That does not include paying for the extra carat weight either. The relationship between price and carat is a little more complicated. The table below is based on a G color, SI2 diamond (the average in the dataset):
	Carat
	Price
	% Increase

	0.50
	$846
	

	0.75
	$2,129
	152%

	0.99
	$3,331
	56%

	1.00
	$4,131
	24%

	1.25
	$5,449
	32%

	1.50
	$6,553
	20%


We see that price as a function of carat is increasing, but the percentage increase in price between each increment is decreasing, except for the bump at 1.00 carats. This can also be inferred from carat being in the denominator in the regression equation. This also provides a clue to the limitations of the model. The regression equation actually has a horizontal asymptote with respect to carat, and since the other variables have upper limits, there is an implied limit to the price of a diamond (in case you’re curious, the limit is $16,500). This obviously can’t be true, so our model is not valid for diamonds much larger than those outside our data range.

Just for fun, I though I would see what the model predicts as the price of the diamond I actually bought. It is a 0.83 carat, F color, SI1 clarity stone. I have a fair amount of confidence in the predicted value for this stone because it is near the middle of the range for the carat variable. The model predicts a price of $2591, which is about what I actually paid. Considering the data I obtained is from an online wholesaler and I bought retail, I’m pretty happy about the result.
