Modeling Chicago Home Prices
Time Series VEE / Fall 2007
Summary
I bought a condo in the Chicago area in the summer of 2007 – not exactly the worst time to buy (that was 2006), but close.  How well can a time series fit housing prices?  What would a time series model indicate about potential future pricing?  I will explore these questions looking at data for the Chicago housing market.
Data

I’m using the unadjusted time series of the Case-Schiller index for Chicago home price values (CHXR series), which I downloaded from the S&P website (exact link in the Excel file).  There is a separate series of prices for condos, which I am choosing not to start with because of fewer data points.  The home price series has 284 points; the condo series has 184.
Analysis
1) Stationarity

First we’ll look at what transformations of the data are needed to get a stationary series.  A correlogram clearly shows that the original series is not stationary; the autocorrelations decline very slowly and never approach zero.  Taking first differences improves things somewhat.  However, it becomes clear from the second correlogram that seasonality is present in this series, with spikes in the autocorrelation at lags of 12, 24, 36 months, etc.
So we’ll look at the 12-month differences in the original series.  This series takes a long time to get autocorrelations that stay fairly close to zero.  The first differences fall to zero after about 12 periods and remain small thereafter.  This could be a stationary series.  But there still appears to be a pattern in the autocorrelations after 20+ lags, even if they remain fairly close to zero.  Moreover, if we take second differences we have a series that with a few exceptions oscillates narrowly around zero after 3 lags.  We will therefore use the twice-differenced series for our analysis.
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 Critical Values

Model SSE Box-Pierce Q 10% 1%

AR(1) 133.89 111.72 27.20 36.19

AR(2) 132.97 120.02 25.99 34.81

MA(1) 135.32 92.79 27.20 36.19

ARMA(1,1) 130.21 115.76 25.99 34.81
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The data series starts to show larger volatility starting around period 239 (in the second-differenced case), which corresponds to the beginning of 2007.  This will be a challenge to fitting a simple ARIMA model.
2) Model Specification
The series (yt – yt-12) does not appear to follow the nice, dampening pattern that we might expect from an AR(1) model.  The series seems to oscillate, suggesting perhaps an AR(2) or some kind of moving average pattern.  If this was a moving average series, we would expect to see autocorrelations close to zero beyond the order of the series.  In this case, there is a sharp downward spike at lag 12 before the series starts to seesaw on a smaller scale.  I doubt an MA(12) model is correct.
To keep the options simple, we will try a AR(1), AR(2), MA(1) and ARMA(1,1) models.

3) Fitting Models (Model Fits_2nd Diffs sheet)
AR(1) Model
The single autoregressive parameter is first estimated from phi1 = rho1, the autocorrelation with lag 1.  I selected an initial value of 0 for the first period and then used Solver to get phi1 and the drift term that would minimize the sum of squared errors.  Estimated parameters are:
phi1 = -.3694
drift = -.0154
Since |phi1| < 1, this series meets a basic requirement for stationarity, i.e. a finite mean.  However, it seems counterintuitive to me for the AR(1) series to have a negative parameter value – this suggests that the changes in housing returns are mean-reverting; if they’re high one period, they will be low the next.  
AR(2) Model

Inverting the Yule-Walker equations for an AR(2) model and solving for the autoregressive terms yields

phi1 = (rho2 – 1) / (phi1 – 1 / phi1) = -.3447
phi2 = 1 – phi1 / rho1 = .0660
where it’s understood that these are estimates (I’d put hats on the variable names if it were easy in Word).  I selected 0 as the initial value for the first two periods and then used Solver, as above, to fit phi1, phi2 and the drift.  The results are:

phi1 = -.3412
phi2 = .0671
drift = -.0123
The sum phi1 + phi2 is less than 1 and thus meets the basic requirement for stationarity.  Is the second term significantly different from zero?
Partial autocorrelation function
Order 1: 270 observations, so according to theory a1 is approximately normal with standard deviation of  0.0609.  At a1 =  -.3690, we would conclude that there is clearly at least 1 autocorrelation parameter.
Order 2: a2 = .0660, which is just more than 1 standard deviation from zero.  We would not conclude that a second autocorrelation parameter is needed.
MA(1) Model

Using the Yule-Walker equations gives us an estimate of the MA(1) parameter, and using SOLVER we arrive at final values of

theta1 = .4070

mean = -.0081

It’s necessary to use a numerical approach like SOLVER for the moving average series, since we are minimizing the sum of squared errors but the model is based on the error terms.

ARMA(1,1) Model

Lastly I tried a mixed autoregressive/moving average model.  I was not sure how to use Yule-Walker to derive initial estimates, so I just picked reasonable starting values and ran SOLVER to minimize the sum of squared errors.  The final estimated values were

phi1 = .6615 (autoregressive effect)

theta1 = .9997 (moving average effect)

drift = -.0010

It’s striking in this case how different the parameter values are from the AR(1) and MA(1) values.  Moreover, the moving average value of .9997 is puzzling; it seems to suggest that however large the error is in one period, we’d expect the opposite effect on the next period (since it’s subtracted).
4) Diagnostic Checking

I used the macro from the sample project to generate Box-Pierce Q statistics, and focused on the K=20 value for comparisons.  This seemed a reasonable number of autocorrelations to look at, given that the time series had about 270 observations.

Statistics on the four models appear below.
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Unfortunately, the Box-Pierce Q statistics is very high under all four models, suggesting that the residuals are not a white noise process and the model is not correctly specified.  To dig a bit further, the MA(1) model seems somewhat better with a Q statistic under 100, but the sum of squared errors is highest.  The ARMA(1,1) model has the lowest sum of squared errors, but its Q statistic is nothing remarkable.  None of these models stands out as a suitable model for housing prices.
These model fits are obviously impacted by the deterioration in home prices, which began in Chicago after prices peaked in September of 2006.  I also explored the specification of a model that only contemplated prices through the end of 2005, which can be seen in the “Model Fits_2nd Diffs_Thru 2005” sheet.  Unfortunately, the only advantage of doing this may be to point out how sensitive the parameter values are; the parameterization of the ARMA(1,1) model in this case is 

Yt = -.0036 + .2950 Yt-1 - .8626 et-1 + et
instead of

Yt = -.0010 + .6615 Yt-1 - .9997 et-1 + et .

The model through 2005 still has extremely large Box-Pierce statistics relative to the critical values, so we’d reject it as a good model.  Moreover, it would not be particularly satisfying if we’d found a model that only worked during good times.

Conclusions
A model of the actual time series and the ARMA(1,1) fit appears below.
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From the chart it’s clear that even during benign times (about the first 240 periods) the model does not capture the swings of the original series very well, although directionally it’s usually correct.  The model furthers loses its grip when the housing market is falling  apart in 2007 and following.
The lessons I draw from this exercise are that it can be challenging to model real-world financial variables with simple models, particularly when the variables are prone to catastrophic results or black swan behavior.  

The silver lining, such as it is, is that I was able to refinance my condo this month at 4.5%, which knocks a few hundred bucks off my mortgage payment.  And it was appraised at roughly the value I paid for the unit, which stunned me.  But I won’t be testing these positive signs by putting it on the market anytime soon.
