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Predicting Outcomes in Presidential Elections

Introduction

There are few things in American life more prevalent than the presidential election.  For this regression project, I analyze three possible determinates of presidential election outcome – whether or not an incumbent is running, the change in GDP leading up to the election, and the change in unemployment leading up to the election.  

Data

The elections included as data points are 1948-2008.  For purposes of this project, the outcome is measured as the percentage of national popular vote earned by the incumbent party minus the percentage of the vote earned by the challenging party.  I included Ford, Johnson, and Truman as incumbents, even though they were not elected as president.  The incumbent participation variable is binary (either 1 or 0).  The source of the election data is The American Presidency Project. 

Change in GDP is % change from 1st quarter GDP of the year of the election to 3rd quarter GDP in constant 2005 dollars in the year of the election.  The source of GDP is the Bureau of Economic Analysis.

Change in unemployment is difference between January national unemployment rate and October national unemployment rate.  The source of unemployment data is the Bureau of Labor Statistics.

Since there are relatively few data points, they are all shown in the table below:

	Year
	Incumbent Participating
	Change in Unemployment Rate
	Percentage Change in GDP
	Incumbent Party advantage

	1948
	1
	0.3
	2.39
	4.4

	1952
	0
	-0.2
	0.78
	-10.5

	1956
	1
	-0.1
	0.66
	15.4

	1960
	0
	0.9
	-0.31
	-0.2

	1964
	1
	-0.5
	2.53
	22.6

	1968
	0
	-0.3
	2.39
	-0.7

	1972
	1
	-0.2
	3.35
	23.2

	1976
	1
	-0.2
	1.25
	-2.1

	1980
	1
	1.2
	-2.23
	-9.7

	1984
	1
	-0.6
	2.71
	18.2

	1988
	0
	-0.3
	1.81
	7.8

	1992
	1
	0
	2.11
	-5.6

	1996
	1
	-0.4
	2.61
	8.5

	2000
	0
	-0.1
	2.04
	0.5

	2004
	1
	-0.2
	1.45
	2.4

	2008
	0
	1.6
	-0.87
	-7.2

	Average
	0.625
	0.05625
	1.416875
	4.1875


Incumbency

In the 16 elections between 1948 and 2008, 10 included incumbents.  Being an incumbent is considered a distinct advantage in national elections.  In elections with an incumbent, the incumbent party received an average advantage of 7.73% of the vote.  For elections without an incumbent, the incumbent party is actually at a slight disadvantage, receiving an average of 1.72% of the vote less than the challenging party.

Since this is a binary variable, the regression is fairly simple to calculate.  α=-1.72.  β=(7.73+1.72)=9.45.  This is shown graphically in the table below.
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This implies that the incumbent party gains 9.45% when an incumbent is running over the baseline of negative 1.72%.  However, the explanatory power of this variable is not very strong.  The R2=0.19.  The intercept has a p-value of 0.68 so we cannot reject the null hypothesis that this value is actually 0.  The slope has a p-value of 0.09 so we can reject the null hypothesis at the 10% significance, although not at the 5% significance.  The following is a summary of the statistics from the two-variable regression model using incumbent participation as the explanatory variable:

	 
	Value
	Standard deviation
	t-statistic
	p-value
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	9.4466667
	5.261051
	1.795586
	0.094169
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	-1.7166667
	4.159226
	-0.41274
	0.686051

	R2
	0.187187
	s
	10.18798


In conclusion, the incumbent participation plays a role, though it appears to not be a very powerful one.  As a result, we look at a couple of other variables that may play a role in election outcome.

Change in unemployment

Is the incumbent party responsible for changes in unemployment?  Do voters reward the incumbent party when unemployment is falling, and punish them when unemployment is rising.  The following table shows how voters have responded to changes in unemployment in presidential elections from 1948 to 2008:
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We can see from the chart and trendline that there is a negative relationship between changes in unemployment and election outcomes.  For each 1% that unemployment goes up, the advantage received by the incumbent party goes down by 9.7%.  This slope is statistically significant at the 5% level.  

The intercept is 4.7, which implies that if unemployment is unchanged, then the incumbent party will receive an advantage of 4.7% over the challenging party.  This value is significant at the 10% significance, but not at the 5% significance.  The R2 of the regression is 0.31, which is higher than the R2 of the regression using incumbent participation, but still leaves much of the variance unexplained.

The regression statistics are summarized below:

	 
	Value
	Standard deviation
	t-statistic
	p-value
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	-9.6546462
	3.833857665
	-2.51826
	0.024583
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	4.7305738
	2.35361081
	2.009922
	0.064117

	R2
	0.311756
	s
	9.37484


Change in GDP

Change in GDP is highly correlated with the change in unemployment, so we can expect that changes in GDP will also have an effect on election outcomes.  Using the data for this project, the simple correlation is -0.83.  

We graph the election outcome against change in GDP below:
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From this, we see there is a positive relationship between changes in GDP and the advantage received by the incumbent party.  For each 1% increase in real GDP over the two quarters prior to the election, the incumbent party receives an advantage of 4.6% over the challenging party.  This slope is significant at the 1% level.  The intercept is -2.3, which implies that if the GDP is unchanged, then the incumbent party will receive 2.3% less of the votes than the challenging party.  This result is not statistically different from zero though.  So the true intercept may be 0.

The R2 is 0.40, which is even higher than the R2 using unemployment.  This suggests that although the two values are highly correlated, the change in real GDP is better at explaining the election outcome.
The regression statistics are summarized below:
	 
	Value
	Standard deviation
	t-statistic
	p-value
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	4.6086199
	1.514559434
	3.042878
	0.008773
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	-2.3423383
	3.067415221
	-0.76362
	0.45777

	R2
	0.398085
	s
	8.767186


Combined Incumbent Participation and Change in GDP

At this point, we attempt to combine two of the factors explored above to see if the explanatory power of two variables is higher than a single variable.  Since unemployment and GDP are highly correlated, we will look only at GDP, which had the higher explanatory power above.

We generate the following statistics:
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	Standard deviation
	t-statistic
	p-value

	Change in GDP
	4.0888083
	1.49970819
	2.726403
	0.0173

	Incumbent Participation
	6.5449757
	4.482961594
	1.459967
	0.16804

	Intercept
	-5.6964401
	3.739439998
	-1.52334
	0.151624

	R2
	0.482874
	s
	8.433021


We can see from this table that the change in GDP remains the only variable which is significantly different from 0 at the 10% significance level.  However, the combined equation does have an R2 of 0.48 which is much higher than either the GDP or incumbent participating alone.  

Combined Incumbent Participation and Change in Unemployment

For completeness, we show the two-factor model using Incumbent participation and the change in unemployment.  We expect that this model will have lower explanatory power than the previous model since the change in unemployment had lower R2 than the change in GDP.  
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	Standard deviation
	t-statistic
	p-value

	Change in unemployment
	-8.2462342
	3.859259181
	-2.13674
	0.052204

	Incumbent Participation
	6.6704345
	4.873222131
	1.368793
	0.194252

	Intercept
	0.4823291
	3.853143842
	0.125178
	0.902298

	R2
	0.398453
	s
	9.09536


Combined Unemployment and GDP

These two are highly correlated; however, we calculate them as well for completeness.  The regression statistics are below:
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	Standard deviation
	t-statistic
	p-value

	Change in unemployment
	-1.9484118
	6.633441345
	-0.29373
	0.773605

	Change in GDP
	3.9261869
	2.802159811
	1.401129
	0.184594

	Intercept
	-1.2658179
	4.847538306
	-0.26113
	0.798086

	R2
	0.402054
	s
	9.068098


Combined Incumbent Participation, Change in Unemployment, Change in GDP

The combined model should not have much higher predictive value than the two-factor model with incumbent participation and change in GDP.  However, the regression is simple to calculate using the Excel Data Analysis ToolPack.  The results of the regression are below:

	 
	Coefficients
	Standard Error
	t Stat
	P-value

	Intercept
	-5.213420006
	5.497128546
	-0.948389684
	0.361639959

	Incumbent
	6.469856615
	4.701981141
	1.375985233
	0.193963046

	Unemployment
	-0.804550872
	6.470260025
	-0.124345987
	0.903099994

	GDP
	3.812979697
	2.711822632
	1.406057923
	0.185069271


The statistics are:

	Regression Statistics

	Multiple R
	0.695370113

	R Square
	0.483539594

	Adjusted R Square
	0.354424492

	Standard Error
	8.771717305

	Observations
	16


Clearly from these statistics, we can see that the R2 is only marginally better than the two-factor model with incumbent participation and GDP, while none of the coefficients are significant at the 10% significance level.  This is due to the high degree of correlation between the unemployment and the GDP.

Conclusion

The two-factor model with GDP and incumbency is the best model at predicting the election outcome; however, there is still a significant amount of unexplained variation.  If we were to apply this model to the 2012 election, assuming 3% annual GDP growth (so 1.5% for the two-quarters prior to the election), we would forecast that President Obama would win the election by about 7%.  However, the 95% confidence interval is large.  Even before adjusting the standard error of regression for the forecast error – which involves complex matrix algebra, the interval will be 7% +/- 8.4*1.96 = (-9.5, 23.5).  This shows there is still a very good chance we can have a President Palin or Romney in the next election.

The two-factor linear model is a very simple one.  Some of the inputs are percentage changes, others are changes in a percent.  These are not exactly consistent measurements, and may have been better modeled using logarithms.  The dependent variable is the percent advantage received by the incumbent party.  If we are really measuring the probability of success then a probit model may have been more appropriate.  Regardless, this project explores an area of great research and cannot be expected to solve the problem of predicting elections immediately. 
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