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Introduction:

A topic that has interested me is the weather patterns where I live (New York City). Specifically, I am interested in the day-to-day temperature. I have also had an interest in the sunrise/sunset patterns and the resulting hours of daylight per day. I will therefore center this analysis around the determination of the temperature in New York City in 2010, regressed on the hours of daylight per day in New York City (the hours of daylight do not change substantially from year to year).

In addition, we will entertain two other variables: (1) the average daily temperature in NYC; and (2) the actual daily temperature in Chicago in 2010.

Data for the 2010 and average temperatures were obtained from AccuWeather at http://www.accuweather.com/us/ny/new-york/10017/forecast-month.asp?mnyr=1-01-2010&view=table; data for the sunrise and sunset times in NYC were obtained from the U. S. Naval Observatory at http://aa.usno.navy.mil/cgi-bin/aa_rstablew.pl.

We can construct the following correlations table using excel:

	 
	NYC 2010 Hi
	NYC AVG Hi
	Chicago 2010 Hi
	Daylight Hours

	NYC 2010 Hi
	1
	 
	 
	 

	NYC AVG Hi
	0.87
	1
	 
	 

	Chicago 2010 Hi
	0.85
	0.91
	1
	 

	Daylight Hours
	0.78
	0.87
	0.82
	1


Analysis:
The individual analyses done below are also contained within the Excel file under separate tabs. 
Case 1:

We will first run a regression using all of the variables in excel. We obtain the following output:
	SUMMARY OUTPUT
	
	
	
	
	

	
	
	
	
	
	
	

	Regression Statistics
	
	
	
	
	

	Multiple R
	0.882258507
	
	
	
	
	

	R Square
	0.778380073
	
	
	
	
	

	Adjusted R Square
	0.776538356
	
	
	
	
	

	Standard Error
	9.51728758
	
	
	
	
	

	Observations
	365
	
	
	
	
	

	
	
	
	
	
	
	

	ANOVA
	
	
	
	
	
	

	 
	df
	SS
	MS
	F
	Significance F
	

	Regression
	3
	114846.1625
	38282.05
	422.6383
	1.0231E-117
	

	Residual
	361
	32698.9334
	90.57876
	
	
	

	Total
	364
	147545.0959
	 
	 
	 
	

	
	
	
	
	
	
	

	 
	Coefficients
	Standard Error
	t Stat
	P-value
	Lower 95%
	Upper 95%

	Intercept
	-2.753590072
	3.624807992
	-0.75965
	0.447959
	-9.881981651
	4.374801508

	NYC AVG Hi
	0.602808999
	0.088297044
	6.827058
	3.68E-11
	0.429167829
	0.77645017

	Chicago 2010 Hi
	0.314374755
	0.055729192
	5.641115
	3.42E-08
	0.204780122
	0.423969389

	Daylight Hours
	0.816701
	0.502392849
	1.625622
	0.104903
	-0.17128318
	1.80468518



This model can be written as Y = .6028X1 + .3144X2 + .8167X3 + 2.7536, where X1 = NYC AVG Hi, X2 = Chicago 2010 Hi and X3 = Daylight Hours (NYC).

Much to my surprise, the daylight hours has a relatively low t-statistic (1.626) and high P-value (.105). The model is showing an R Square of .778, which means that 77.8% of the results are explained by this model.
Case 2:

Let’s remove the daylight hours and run the regression again:

	SUMMARY OUTPUT
	
	
	
	
	

	
	
	
	
	
	
	

	Regression Statistics
	
	
	
	
	

	Multiple R
	0.881338605
	
	
	
	
	

	R Square
	0.776757737
	
	
	
	
	

	Adjusted R Square
	0.775524354
	
	
	
	
	

	Standard Error
	9.538856442
	
	
	
	
	

	Observations
	365
	
	
	
	
	

	
	
	
	
	
	
	

	ANOVA
	
	
	
	
	
	

	 
	df
	SS
	MS
	F
	Significance F
	

	Regression
	2
	114606.7947
	57303.3974
	629.778377
	1.3444E-118
	

	Residual
	362
	32938.30117
	90.9897822
	
	
	

	Total
	364
	147545.0959
	 
	 
	 
	

	
	
	
	
	
	
	

	 
	Coefficients
	Standard Error
	t Stat
	P-value
	Lower 95%
	Upper 95%

	Intercept
	1.957473967
	2.182270159
	0.89698975
	0.37032052
	-2.334044844
	6.248992778

	NYC AVG Hi
	0.676869029
	0.075807651
	8.92876933
	2.2025E-17
	0.527790346
	0.825947711

	Chicago 2010 Hi
	0.325636033
	0.055422285
	5.8755433
	9.5614E-09
	0.216645963
	0.434626103



The new model can be written as Y = .6769X1 + .3256X2 + 1.9575.


The R Square is almost negligibly lower (down from .778 to .777), which is another way of saying that, given the NYC AVG Hi and the actual 2010 Hi in Chicago, adding in the hours of daylight doesn’t help our analysis. Therefore, this model is better since it contains one less restrictive variable.


Of the two remaining variables, the NYC AVG Hi has a lower P-value, which indicates that it is a stronger determinant of the actual 2010 NYC daily temperature. 

Case 3:

Let us proceed to remove the Chicago 2010 variable and see how we fair:

	SUMMARY OUTPUT
	
	
	
	
	
	

	
	
	
	
	
	
	

	Regression Statistics
	
	
	
	
	

	Multiple R
	0.869176802
	
	
	
	
	

	R Square
	0.755468313
	
	
	
	
	

	Adjusted R Square
	0.754794672
	
	
	
	
	

	Standard Error
	9.969575101
	
	
	
	
	

	Observations
	365
	
	
	
	
	

	
	
	
	
	
	
	

	ANOVA
	
	
	
	
	
	

	 
	df
	SS
	MS
	F
	Significance F
	

	Regression
	1
	111465.6446
	111465.6446
	1121.470189
	4.6241E-113
	

	Residual
	363
	36079.45126
	99.3924277
	
	
	

	Total
	364
	147545.0959
	 
	 
	 
	

	
	
	
	
	
	
	

	 
	Coefficients
	Standard Error
	t Stat
	P-value
	Lower 95%
	Upper 95%

	Intercept
	-3.472033357
	2.066227164
	-1.680373493
	0.093744945
	-7.535311576
	0.591244861

	NYC AVG Hi
	1.083453433
	0.032353136
	33.488359
	4.6241E-113
	1.019830325
	1.14707654



This model can be written as Y = 1.0835X1 + 3.4720.


The R Square is lower (down from .777 to .755), which is a relatively small trade-off considering that we now only have to deal with a one-variable model.


In summary what this means is that the best model for determining the hi temperature for any given day in 2010 in NYC is to regress against the NYC average hi for that day. Slightly more accuracy will be obtained if the regression includes the hi temperature for Chicago on that same day, and negligibly more accuracy will further be attained if we also include the actual hours of daylight in our regression analysis. All things considered, however, Case 3 shows the best model.
Case 4:

This analysis is somewhat surprising to me, since I expected the temperature to be closely correlated to the hours of daylight. Let’s see what happens when we regress the 2010 temperature only against the hours of daylight:

	SUMMARY OUTPUT
	
	
	
	
	
	

	
	
	
	
	
	
	

	Regression Statistics
	
	
	
	
	

	Multiple R
	0.78268271
	
	
	
	
	

	R Square
	0.612592224
	
	
	
	
	

	Adjusted R Square
	0.611524985
	
	
	
	
	

	Standard Error
	12.54854128
	
	
	
	
	

	Observations
	365
	
	
	
	
	

	
	
	
	
	
	
	

	ANOVA
	
	
	
	
	
	

	 
	df
	SS
	MS
	F
	Significance F
	

	Regression
	1
	90384.97849
	90384.97849
	573.9971974
	9.54784E-77
	

	Residual
	363
	57160.1174
	157.4658882
	
	
	

	Total
	364
	147545.0959
	 
	 
	 
	

	
	
	
	
	
	
	

	 
	Coefficients
	Standard Error
	t Stat
	P-value
	Lower 95%
	Upper 95%

	Intercept
	-32.23255379
	4.04858647
	-7.961433956
	2.20363E-14
	-40.19418236
	-24.27092523

	Daylight Hours
	7.841372359
	0.327293358
	23.95823861
	9.54784E-77
	7.197743239
	8.485001479


This model can be written as Y = 7.8414X3 + 32.2326.


The R Square is down to.6126, which means that only 61% of the 2010 highs can be explained by daylight.


Taking a closer look at the data, it is true: the longest days are from 6/18 – 6/24 (15.10 hours of daylight), while the hottest days (on average) are from 7/17 – 7/30 (85oF). Similarly, the shortest days are from 12/18 – 12/24 (9.25 hours of daylight), while the coldest days (on average) are from 1/17 – 1/21 (37oF).  For some reason, there seems to be a one month lag on the effect of the hours of daylight to the temperature actually rising. 

Case 5:

Let’s run a regression on the 2010 NYC temperature on the hours of daylight with a 30 day lag. Meaning, we will assume that the number of daylight hours on January 15, for example, is the number of daylight hours that actually existed on December 16.
	SUMMARY OUTPUT
	
	
	
	
	
	

	
	
	
	
	
	
	

	Regression Statistics
	
	
	
	
	

	Multiple R
	0.864666263
	
	
	
	
	

	R Square
	0.747647746
	
	
	
	
	

	Adjusted R Square
	0.746952561
	
	
	
	
	

	Standard Error
	10.12774297
	
	
	
	
	

	Observations
	365
	
	
	
	
	

	
	
	
	
	
	
	

	ANOVA
	
	
	
	
	
	

	 
	df
	SS
	MS
	F
	Significance F
	

	Regression
	1
	110311.7584
	110311.7584
	1075.465455
	1.4085E-110
	

	Residual
	363
	37233.33752
	102.5711777
	
	
	

	Total
	364
	147545.0959
	 
	 
	 
	

	
	
	
	
	
	
	

	 
	Coefficients
	Standard Error
	t Stat
	P-value
	Lower 95%
	Upper 95%

	Intercept
	-42.25808546
	3.267554552
	-12.9326335
	9.97836E-32
	-48.68379869
	-35.83237222

	30 day lag
	8.662731458
	0.264153652
	32.79428998
	1.4085E-110
	8.143267868
	9.182195048


Now we are getting somewhere. This model can be written as Y = 8.6627X3* + 42.2581, where X3* is the variable for Hours of Daylight with a 30-day lag.

The R Square is up from .6126 to .7476, which is almost as good as the one-variable model in Case 3. Perhaps the reason why a lag exists is similar to why the ocean is warmer at the end of the summer than the beginning – in layman’s terms, it takes time for the sun exposure to have an effect. I will leave this question up to the scientists, however. What we are showing here is that the temperature can be closely related to the amount of daylight hours. 

Case 6:
Still, however, I feel we should be able to do better. I think that imperfect correlations are due to aberrations in the actual 2010 day-to-day temperature. Meaning, while a general temperature pattern exists, there is fluctuation on any given day. Perhaps a better method to test the hours of daylight (with a 30-day lag) as it affects the daily temperature is to regress the Average NYC temperature, instead of the 2010 NYC temperature, against the hours of daylight. In other words, we are going to change the Y-variable, and otherwise maintain X3* from Case 5.
	SUMMARY OUTPUT
	
	
	
	
	

	
	
	
	
	
	
	

	Regression Statistics
	
	
	
	
	

	Multiple R
	0.999224877
	
	
	
	
	

	R Square
	0.998450356
	
	
	
	
	

	Adjusted R Square
	0.998446087
	
	
	
	
	

	Standard Error
	0.636682613
	
	
	
	
	

	Observations
	365
	
	
	
	
	

	
	
	
	
	
	
	

	ANOVA
	
	
	
	
	
	

	 
	df
	SS
	MS
	F
	Significance F
	

	Regression
	1
	94808.44164
	94808.44164
	233884.2777
	0
	

	Residual
	363
	147.1474041
	0.40536475
	
	
	

	Total
	364
	94955.58904
	 
	 
	 
	

	
	
	
	
	
	
	

	 
	Coefficients
	Standard Error
	t Stat
	P-value
	Lower 95%
	Upper 95%

	Intercept
	-36.23159481
	0.205415479
	-176.3820091
	0
	-36.63554857
	-35.82764104

	30 day lag
	8.030959801
	0.016606073
	483.6158369
	0
	7.998303617
	8.063615985


Jackpot! This model can be written as Y* = 8.0310X3* + 36.2316, where Y* is the variable for Average NYC temperature.

The R Square is a commanding .9985, which shows that 99.85% of the variation of the average NYC temperature can be explained by hours of daylight. For completeness, the correlation is .999225, as shown above (Multiple R). This is the model that I would recommend.
