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Introduction:
Regression analysis will be used to determine what movie related statistic is the best indicator of total box office receipts.  The preferred regression model will be constructed by selecting the variables that provide the highest adjusted R-squared.   The regression will be conducted at a 95% confidence level.

The template for this report is based on templates found at www.neas-seminars.com/discussions.

The independent variables are: year of release, percentage of total receipts made the first weekend, distributor, maximum number of theatres in which the movie plays, and average box office receipts of the director’s prior movies. 
I’m aware of a few limitations to this model. First, these variables might not be independent. Second, the percentage of the total box office receipts that are made on the first weekend cannot be known in advance of release. What I’m trying to capture with this variable is acclaim, whether it be critical or popular. This is often known in advance of a movie’s wide release date through advance screenings and special viewings for movie critics. In my estimation a low opening day percentage is consistent with good word of mouth as it indicates people are speaking positively of the movie and convincing others to see it. Alternatively a high opening day percentage indicates unfavourable reviews by initial audiences.
A few of the variables are probably dependent on the distributor. Directors often sign multi-year contracts with studios. Certain studios might have greater capacity to fill theatres than others. 

I’ve included year of release into this model as an extremely crude approximation to account for economic reality at the time of release, as my box office receipt totals are unadjusted for inflation.
The initial model will incorporate ten explanatory variables (nine independent variables and one constant term).  Subsequent models will be improved upon by examining the adjusted R square, the t statistic for the explanatory variables, and exploring the multi-co linearity of the variables, and thereby removing explanatory variables depending on the results.  The goal is to obtain the most predictive model using as few explanatory variables as needed.
Variables:
Y =
Total box office gross
X1 = 
Year of release
X2 = 
First weekend percentage
X3 = 
Maximum number of theaters
X4 = 
Distributor – Warner Brothers
X5 = 
Distributor – Buena Vista

X6 = 
Distributor – Fox

X7 = 
Distributor – Sony

X8 = 
Distributor – Universal

X9 = 
Average Box office receipts of director’s previous films

Data
Box office gross, year of release, first weekend gross, maximum number of theaters, and distributor information all found at the website www.boxofficeguru.com. By inspection, the database was not complete, nor up-to-date. However, it supplied me with the stated information for over 2000 movies in a format that was easy to manipulate. I searched for similar databases containing director, budget, and actor information, but was unable to find anything. I am a big movie fan, so I maintain a personal list of movies I’ve seen along with director information. I was able to cross reference these two databases to add director information to my analysis. Lastly, as I was interested in the impact of a director’s previous box office successes on the current film, I needed movies for which the director had made at least 1 previous movie. Using these two culling methods my database of over 2000 movies was reduced to just over 100.
Nine Variable Equation:
Y = 449082892.04-245713.55 X1 -204748219.97 X2 +70300.24 X3 +1184261.17 X4 – 6505165.26 X5 + 22684525.26 X6 – 7364796.17 X7+3899968.60 X8+0.17 X9
	Regression Statistics

	Multiple R
	0.811128550

	R Square
	0.657929524

	Adjusted R Square
	0.628039871

	Standard Error
	49037082.37

	Observations
	113


	 
	Coefficients
	Standard Error
	t Stat
	P-value

	Intercept
	    449,082,892.04 
	   2,269,497,091.70 
	      0.197878 
	      0.843531 

	Year Opening
	         (245,713.55)
	          1,137,566.37 
	     (0.215999)
	      0.829415 

	1st Weekend
	   (204,748,219.97)
	        49,060,577.39 
	     (4.173376)
	      0.000063 

	Max Theaters
	            70,300.24 
	                6,592.51 
	     10.663650 
	      0.000000 

	Warner Bros.
	        1,184,261.17 
	        13,521,036.54 
	      0.087587 
	      0.930375 

	Buena Vista
	       (6,505,165.26)
	        16,699,953.02 
	     (0.389532)
	      0.697687 

	Fox
	      22,684,525.26 
	        19,744,366.35 
	      1.148911 
	      0.253254 

	Sony
	       (7,364,796.17)
	        14,783,900.16 
	     (0.498163)
	      0.619431 

	Universal
	        3,899,968.60 
	        16,081,922.79 
	      0.242506 
	      0.808870 

	Director Prior Avg
	                    0.17 
	                      0.06 
	      2.774367 
	      0.006568 


Analyzing the magnitude and size of each coefficient yields some interest results. First, box office totals decrease with the year of release. The X1 coefficient suggests that all things being equal, “Movie B” released one year after “Movie A” will make $246,000 less dollars at the box office. This is somewhat surprising as we would expect box office totals generally to rise with inflation. Upon inspection of the data the majority of the movies studied were released during the 90s and 2000s. The sign of the coefficient for X2 (percentage of total box office received first weekend / critical acclaim) is negative, as expected. This model implies that the Fox movie studio has the most success. For each additional theatre at which a movie is presented, $70,000 is added to the box office total. Finally, for every $1 increase in the average box office total of the director’s prior movies, $0.17 is added to the box office total.
Statistically, the first thing to notice is the very large p-values associated with a few of the variables. If the null hypothesis is that a given independent variable does not influence a dependent variable, a small p-value indicates that the null hypothesis can be rejected; that is, the given variable does influence the independent variable.
The R Square associated with this regression is somewhat low. At R Square = 0.6579 these variables are only explaining 66% of the variance in box office receipts. Given the limitations of the data set noted in the introduction, this is to be expected.  

At a 95% confidence level, only three variables are significant X2, X3, and X9. I will run a new analysis, excluding all other explanatory variables.
Three Variable Equation:
Y = -42304200.49 – 195101298.3 X2 + 69252.81 X3 + 0.17 X9
	Regression Statistics

	Multiple R
	0.806234101

	R Square
	0.650013426

	Adjusted R Square
	0.640380768

	Standard Error
	48216744.24

	Observations
	113


	 
	Coefficients
	Standard Error
	t Stat
	P-value

	Intercept
	-42304200.49
	16071219.77
	-2.632295563
	0.009711462

	1st Weekend (X2)
	-195101298.3
	46278055.27
	-4.215849113
	5.15456E-05

	Max Theaters (X3)
	69252.80812
	5827.344023
	11.88411184
	2.15533E-21

	Director Prior Avg (X9)
	0.17333546
	0.0592984
	2.923105184
	0.004215067


The R Square has decreased slightly from the previous model, indicating less predictive power. However, the Adjusted R Square has increased from the prior model, meaning that our simpler three variable model is preferable to the nine variable model. 
In this model, the coefficients for X3 and X9 are mostly unchanged and still significant at 95% confidence. However, the coefficient for X2 now has a very low t-statistic, implying that in the context of this model, the amount of variation explained by opening weekend box office cannot be distinguished from chance. It is somewhat unsurprising that the t Stat for X2 is unstable from model to model, as I had reservations from the beginning regarding the meaningfulness of this statistic.

Also note that the sign of the intercept has now changed sign from the previous model. The insignificance, small t statistics, and co linearity of the now excluded variables in the previous model appear to have been influential in determining the intercept. Also, given the small value of the t-statistic for the intercept in both the nine and three variable models, the intercept does not appear to be statistically significant.
Variable Co linearity
Since I am examining only three variables, I want to make sure they are the right three variables. To do this, I will examine multi-co linearity.

	 Correlation between 1st Weekend and Max Theaters 
	0.362623

	 Correlation between 1st Weekend and Director Prior Avg 
	0.072377

	 Correlation between Max Theaters and Director Prior Avg 
	0.365328


It appears that Max Theatres is highly correlated with the other two variables. I suspect that the two variables that I want to use are 1st Weekend and Director Prior Avg. The R square with these two variables is only 0.2, a significant reduction from prior models. 

The other two correlations analyzed are about the same, so there doesn’t seem to be any obvious way to choose between them. Regressing on 1st Weekend and Max Theatres yields a similar R square to regressing on Max Theatres and Director Prior Avg (0.62 and 0.59 respectively), but the 1st regression produces more significant coefficients.
Two Variable Equation

	Regression Statistics

	Multiple R
	0.789036

	R Square
	0.622578

	Adjusted R Square
	0.615716

	Standard Error
	49842840

	Observations
	113


	 
	Coefficients
	Standard Error
	t Stat
	P-value

	Intercept
	-40668307.47
	16603141.11
	-2.449434549
	0.015885998

	1st Weekend
	-204472825.3
	47723833.61
	-4.284501261
	0.0000394

	Max Theaters
	75466.85583
	5608.730728
	13.45524674
	0.0000000


I’ve removed X9 from the equation, and lost a bit of R Square. The remaining explanatory variables are still statistically significant and have roughly the same coefficients as the nine and three variable models. 
One Variable Model

At this point, I suspect that the best indicator of box office success is how many theatres a movie is available to.

	Regression Statistics

	Multiple R
	0.748059588

	R Square
	0.559593147

	Adjusted R Square
	0.555625517

	Standard Error
	53598296.13

	Observations
	113


	 
	Coefficients
	Standard Error
	t Stat
	P-value

	Intercept
	-74080793.22
	15762107
	-4.69993
	7.51967E-06

	Max Theaters
	66752.80879
	5620.81
	11.87601
	1.71906E-21


The model has an R Square similar to prior models, but has the advantage of only containing one variable. We’ll still prefer the two variable model over this model given the higher R Square, but it is interesting to note how important the Max Theatres variable is.

The Regression Model:

The analysis above suggests that the following is the best model in determining total box office receipts:

Y = -40668307.47 -204472825.3X2 + 75466.86X3
Using this model, it appears that the variables that are most responsible for determining the total box office receipts for a movie are the number of theatres in which the movie plays, and critical acclaim. 

Anecdotally and intuitively, this makes sense. From experience, filmgoers tend not to know which studio has released a film, and do not make purchasing decisions based on that information. Had I had a wider data set with movies released throughout the twentieth century, I probably would’ve found some significance to that data. Given my limited data, however, year of release was insignificant.

Including the total percent of box office earned in the first week is tenuous, despite the statistical results. Ideally I would have access to public ratings aggregation sites such as Rotten Tomatoes. However, even this data would be suspect as the population has to already have paid to see a movie before it can be rated. Regression analysis might not be the best technique for analyzing critical acclaim or word of mouth; a time series analysis might improve on these results.
The results here demonstrate the use of regression analysis on a data set, but suffer from many limitations regarding real world box office predictive power. There are many biases in the data set: size, they are only movies I have seen, and they are all directed by experienced directors. Additionally, it is unremarkable that the driver of box office success is a wide release. Access to movie production budgets would produce interesting results as I could then analyze not only box office revenue, but profitability.
