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Regression Analysis – Student Project

Ben & Jerry’s Ice Cream and Calories

My fiancé and I are in the middle of planning a wedding, which is a pretty stressful situation. So what is a bride to do when her stress level gets very high? Turn to Ben & Jerry’s Ice Cream of course! Well, at least that’s what my choice has been. However, with the wedding getting closer every day, I decided to start paying attention to calories and the nutritional “value” of the ice cream. I was able to find all of the data I needed on the website http://www.benjerry.com. This website provided me with the nutritional information in one ½ cup serving for each ice cream. 
Since the website had over 60 delectable flavors I decided to narrow my search down to 20 of my favorites, which turned out to be the most difficult part of my student project. For each of the 20 flavors, I looked up total calories, fat, cholesterol, sodium, carbohydrates (carbs), and sugars. The sodium and carbs were given in milligrams, while all the other information was provided in grams. Therefore, I decided to convert sodium and carbs into grams, so that the data was all in the same metric. Below is a table summarizing the data, but it can also be found in the attached Excel Spreadsheet Sweeney - Regression Student Project Data.xlsx on the tab ‘Ben & Jerry's Nutritional Info’. This tab also contains the description from the Ben & Jerry’s website of each ice cream flavor, since some of the ice cream names don’t always let on to what is in the ice cream itself.
Nutritional Information of Ice Cream Flavors:
	Flavor
	Calories
	Fat (g)
	Cholesterol (g)
	Sodium (g)
	Carbs (g)
	Sugars (g)

	Boston Cream Pie
	250
	13
	0.090
	0.105
	29
	26

	Cheesecake Brownie
	250
	14
	0.070
	0.085
	27
	24

	Cherry Garcia
	240
	13
	0.060
	0.035
	28
	23

	Chocolate Chip Cookie Dough
	270
	14
	0.065
	0.060
	33
	25

	Chocolate Macadamia
	270
	18
	0.050
	0.065
	25
	22

	Chubby Hubby
	340
	20
	0.055
	0.140
	33
	25

	Chunky Monkey
	290
	18
	0.065
	0.035
	29
	27

	Coffee HEATH Bar Crunch
	280
	16
	0.060
	0.095
	30
	27

	everything but the…
	290
	17
	0.045
	0.070
	31
	28

	Fair Goodness Cake!
	260
	13
	0.035
	0.065
	33
	27

	half baked
	270
	13
	0.055
	0.070
	35
	27

	Hannah Teter's Maple Blondie
	240
	11
	0.065
	0.090
	32
	25

	Karamel Sutra
	260
	14
	0.055
	0.060
	31
	26

	Late Night Snack
	270
	15
	0.060
	0.170
	31
	21

	Milk & Cookies
	270
	15
	0.060
	0.105
	30
	23

	Mint Chocolate Cookie
	260
	14
	0.065
	0.090
	28
	22

	Peanut Butter Cup
	360
	26
	0.070
	0.135
	27
	24

	Phish food
	280
	13
	0.035
	0.080
	39
	28

	Red Velvet Cake
	250
	13
	0.060
	0.105
	30
	23

	Willie Nelson's Country Peach Cobbler
	220
	11
	0.050
	0.055
	28
	26


For this project I have chosen calories to be my response variable:

Y = Calories. 

Therefore, my explanatory variables are as follows:
X1 = Fat (g)

X2 =Cholesterol (g)

X3 =Sodium (g)

X4 =Carbs (g)

X5 = Sugars (g)

Multicollinearity

The first thing I wanted to test for was multicollinearity among my variables. Therefore, I used the Regression Add-In for Excel to regress calories on each of the individual explanatory variables. I used the results of these tests to determine the correlation between calories and the explanatory variables, as well as the correlation between the explanatory variables themselves. The results of the excel regression can be found on the following tabs in the attached spreadsheet: ‘Cal Regress on Fat’, ‘Cal Regress on Cholesterol’, ‘Cal Regress on Sodium’, ‘Cal Regress on Carbs’, and Cal Regress on Sugars’. The correlation tests can be found on the tab ‘Correlation Test’. Below I have summarized the results of the correlation tests:
	 
	Calories
	Fat
	Cholesterol
	Sodium
	Carbs
	Sugars

	Calories
	1
	 
	 
	 
	 
	 

	Fat
	0.9159
	1
	 
	 
	 
	 

	Cholesterol
	0.0092
	-0.1183
	1
	 
	 
	 

	Sodium
	0.4518
	0.3697
	-0.2563
	1
	 
	 

	Carbs
	0.0926
	-0.2924
	0.4762
	0.0423
	1
	 

	Sugars
	0.0856
	-0.1072
	0.3251
	-0.4116
	0.5425
	1


These results indicate that fat has the highest correlation with calories with a correlation of 0.9159. The next highest correlation with the response variable was Sodium, which resulted in a correlation of 0.4518 with calories. When examining the correlation between the explanatory variables, it appears that sugar and carbs had the highest correlation at 0.5425, followed by carbs and Cholesterol with a correlation of 0.4762. I will keep the results of these tests in mind throughout the rest of this project, to see if these correlation results could have been used as a prediction of the variables that could be eliminated during my analysis.
Model Analysis
The next step in my project is to create models that perform a regression of calories on the explanatory variables, and attempt to determine which explanatory variables should be combined to create the best model for predicting the number of calories in the ice cream.

Model # 1: All Explanatory Variables
The regression equation for this model is: Y = α + β1X1 + β2X2 + β3X3 + β4X4 + β5X5.
Using the Regression tool in Excel, my results for this model are as follows: 
	Regression Statistics

	Multiple R
	0.993257971

	R Square
	0.986561397

	Adjusted R Square
	0.981761896

	Standard Error
	4.357387569

	Observations
	20


	 
	Coefficients
	Standard Error
	t Stat
	P-value

	Intercept
	-12.76616154
	18.2656292
	-0.698917152
	0.496051639

	Fat
	9.377056293
	0.3587666
	26.13692662
	2.7838E-13

	Cholesterol
	141.7154294
	99.64739476
	1.422168937
	0.176873347

	Sodium
	50.77243324
	42.54421115
	1.193404035
	0.252543015

	Carbohydrates
	4.079887392
	0.517769494
	7.879736908
	1.63279E-06

	Sugar
	0.231054287
	0.710310502
	0.325286316
	0.749774734


These results can also be found in the attached spreadsheet on the tab ‘Model #1’.

The regression equation from above is now: 

Y = -12.7661 + 9.3771X1 + 141.7154X2 + 50.7724X3 + 4.0799X4 + 0.2311X5.

The Adjusted R Square above is 0.98176 indicating that the variables are doing a pretty decent job at predicting the number of calories. By looking at the P-value and the t Statistic of each of the explanatory variables, I decided that Sugar can be removed from this model since it has the largest P-value (0.7498) and a small t Statistic (0.3253), indicating that it has the least effect of all the variables. Therefore, I will run a new model using only fat, cholesterol, sodium and carbohydrates.
Model #2: Explanatory Variables Fat, Cholesterol, Sodium and Carbohydrates
The regression equation for this model is: Y = α + β1X1 + β2X2 + β3X3 + β4X4.
Using the Regression tool for Model #2, my results are as follows:

	Regression Statistics

	Multiple R
	0.993206841

	R Square
	0.986459829

	Adjusted R Square
	0.982849116

	Standard Error
	4.225514475

	Observations
	20


	 
	Coefficients
	Standard Error
	t Stat
	P-value

	Intercept
	-10.59673609
	16.48989704
	-0.642619906
	0.530171447

	Fat
	9.420012193
	0.323483226
	29.12055841
	1.29002E-14

	Cholesterol
	146.9453773
	95.36551971
	1.54086485
	0.144178268

	Sodium
	42.4151329
	32.88425298
	1.289831121
	0.216641609

	Carbs
	4.190218403
	0.379365466
	11.04533431
	1.33059E-08


These results can also be found in the attached spreadsheet on the tab ‘Model #2’.

The regression equation from above is now: 

Y = -10.5967 + 9.4200X1 + 146.9454X2 + 42.4151X3 + 4.1902X4.

The Adjusted R Square value in this model is 0.98285, which indicates that the removal of sugar produces a better model. The P-values for these variables are all relatively low, with Sodium being the largest at 0.2166. The t Statistic for Sodium was also the lowest of all the variables at 1.2898, so out of curiosity I decided to remove Sodium, X3, as an explanatory variable and create a new model using only Fat, Cholesterol and Carbs.

Model #3: Explanatory Variables Fat, Cholesterol and Carbohydrates
The regression equation for this model is: Y = α + β1X1 + β2X2 + β4X4.
Running the Regression tool in Excel for Model #3 produces the following results:

	Regression Statistics

	Multiple R
	0.992450541

	R Square
	0.984958075

	Adjusted R Square
	0.982137714

	Standard Error
	4.312259192

	Observations
	20


	 
	Coefficients
	Standard Error
	t Stat
	P-value

	Intercept
	-16.9866209
	16.05101094
	-1.058289784
	0.305639977

	Fat
	9.599262274
	0.298106666
	32.20076355
	5.62278E-16

	Cholesterol
	190.5166952
	91.0129233
	2.09329278
	0.052609844

	Carbohydrates
	4.34720844
	0.366686586
	11.85537896
	2.45208E-09


These results can also be found in the attached spreadsheet on the tab ‘Model #3’.

The regression equation from above is now: 

Y = -16.9866 + 9.5993X1 + 190.5167X2 + 4.3472X4.

The Adjusted R Square value in this model is 0.98214, which is lower than the Adjusted R Square value from Model #2 (0.98285). This indicates that Model #2 is a better model for predicting calories if using the Adjusted R Square value as the measure. However, the P-value for Sodium is >20%, and all the P-values in Model #3 are <6%. Also, the t Statistics for Model #3 are larger for all variables than they are for Model #2. Therefore, Model #3 would be a better choice in that respect. 

I wanted to be certain that I was choosing the correct model, so I decided to eliminate Cholesterol, since it had the largest P-value (0.0526) and the smallest t Statistic (2.0933) in Model #3. I expect that this model will also result in an Adjusted R Square value less than Model #2, but I will run it anyway in order to have a more complete analysis.
Model #4: Explanatory Variables Fat and Carbohydrates
The regression equation for this model is: Y = α + β1X1 + β4X4.
The Regression tool in Excel produces the following results for Model #4:

	Regression Statistics

	Multiple R
	0.990372953

	R Square
	0.980838586

	Adjusted R Square
	0.978584302

	Standard Error
	4.72174424

	Observations
	20


	 
	Coefficients
	Standard Error
	t Stat
	P-value

	Intercept
	5.260768618
	13.17057173
	0.39943358
	0.694547247

	Fat
	9.583760316
	0.326313652
	29.36978049
	5.20691E-16

	Carbohydrates
	3.990267279
	0.355453812
	11.22583905
	2.77161E-09


These results can also be found in the attached spreadsheet on the tab ‘Model #4’.

The regression equation from above is now: Y = 5.2608 + 9.5838X1 + 3.9903X4.

As expected the Adjusted R Square value for Model #4 (0.97858) is even lower than Model #3, indicating that Model #4 is an even worse model to use for the prediction of calories. 
Since earlier in my analysis I ran a regression of calories on each individual explanatory variable, I have the results of the Adjusted R Square to use as a comparison. The results are as follows:
Explanatory Variable
Adjusted R Square

X1 = Fat (g)

0.82984

X2 =Cholesterol (g)
-0.05547

X3 =Sodium (g)

0.15994

X4 =Carbs (g)

-0.04649

X5 = Sugars (g)

-0.04782

Based on these results above, a model using only one explanatory variable will result in significantly lower Adjusted R Square values than Model #2 (0.98285) or Model #3 (0.98214).

Choosing the Best Model
Based on the results above, Model #2 would be the best model if we are only using the Adjusted R Square as the indicator, but Model #3 would be the best choice when we are using the P-value and the t Statistic to make our choice. Also, since the Adjusted R Square for Model #3 (0.98214) is less than the Adjusted R Square for Model #2 (0.98285) by only 0.00071, I would not be decreasing the Adjusted R Square by a significant amount if I were to choose Model #3 over Model #2. Also, since the P-value and the t Statistic results are more favorable in Model #3, I would conclude that Model #3 would be the best model to choose for predicting calories.

Conclusion
My analysis has shown that using a model with explanatory variables of Fat, Cholesterol, and Carbohydrates will help to best predict the calorie levels for Ben & Jerry’s ice cream. Therefore, the next time I want to find the lowest calorie Ben & Jerry’s, I can run to the freezer section of Stop & Shop and choose the carton with the lowest content of fat, cholesterol and carbohydrates. Now if only there was a way to decide which flowers, colors, and music will be best for my wedding…
