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Introduction

Living in California, I can’t help but wonder why homes here cost an arm, leg, kidney, a part of your liver, and your gallbladder… not to mention your soul. Since there are many reasons that may explain why Median Home values in California are, relative to other states, higher, such reasons may not sufficiently justify the cause. This project attempts, however, to consider six variables, and will hopefully draw some sort of conclusion by statistical inference via regression analysis (even if the conclusion turns out “inconclusive”), of how median home values may be influenced by these factors. This project considers data from all 50 states and the District of Columbia.
Data

The equation for the full model is as follows:

Y = α + β1X1+ β2X2+ β3X3+ β4X4+ β5X5 where, 

α = Intercept
βs = least squares coefficients
Explanatory Variables

X1 – Median Household Income

X2 – Unemployment Rate
X3 – Percentage below Poverty Level
X4 – Population
X5 – Gross State Product
X6 – Net Personal Income 

Response Variable

Y = Median Home Values (Owner Occupied Homes)

All data are collected from: http://www.statemaster.com/index.php
Model 1 – Considering All Explanatory Variables (Non-scaled and Scaled)
The Regression Line when considering data from all 6 explanatory variables is:

Y = -443,671 + 10.69X1 – 1,013,440X2 + 1,350,459X3 – 0.02071X4 + 0.00000X5 + 0.00000X6
The results, using Excel, is shown below:

	Regression Statistics
	
	
	

	Multiple R
	0.87844
	
	
	

	R Square
	0.77166
	
	
	

	Adjusted R Square
	0.74052
	
	
	

	Standard Error
	38,603
	
	
	

	Observations
	51
	
	
	

	
	
	
	
	

	ANOVA
	
	
	
	

	 
	df
	SS
	MS
	F

	Regression
	6
	221,577,593,214
	36,929,598,869
	24.78216

	Residual
	44
	65,567,429,414
	1,490,168,850
	

	Total
	50
	287,145,022,628
	 
	 

	
	
	
	
	

	 
	Coefficients
	Standard Error
	t Stat
	P-value

	Intercept
	-443,671
	93,960
	-5
	0

	X Variable 1
	10.69236
	1.53380
	6.97118
	0.00000

	X Variable 2
	-1,013,441
	566,362
	-2
	0

	X Variable 3
	1,350,459
	303,400
	4
	0

	X Variable 4
	-0.02071
	0.00905
	-2.28842
	0.02697

	X Variable 5
	0.00000
	0.00000
	0.32700
	0.74522

	X Variable 6
	0.00000
	0.00000
	1.17639
	0.24577


Because the variables range from percentages and dollars, as low as in the ten thousands, but as high as in the trillions, I had to scale each variable to produce data results within a 0 and 100 range. In doing so, we get the Regression Line below:
Y = -4.43671 + 1.06924X1 – 0.10134X2 + 0.13505X3 – 0.20709X4 + 1.02487X5 + 4.93364X6

The results, using Excel, is shown below:
	Regression Statistics
	
	
	

	Multiple R
	0.87844
	
	
	

	R Square
	0.77166
	
	
	

	Adjusted R Square
	0.74052
	
	
	

	Standard Error
	0.38603
	
	
	

	Observations
	51
	
	
	

	
	
	
	
	

	ANOVA
	
	
	
	

	 
	df
	SS
	MS
	F

	Regression
	6
	22.15776
	3.69296
	24.78216

	Residual
	44
	6.55674
	0.14902
	

	Total
	50
	28.71450
	 
	 

	
	
	
	
	

	 
	Coefficients
	Standard Error
	t Stat
	P-value

	Intercept
	-4.43671
	0.93960
	-4.72193
	0.00002

	X Variable 1
	1.06924
	0.15338
	6.97118
	0.00000

	X Variable 2
	-0.10134
	0.05664
	-1.78939
	0.08044

	X Variable 3
	0.13505
	0.03034
	4.45109
	0.00006

	X Variable 4
	-0.20709
	0.09049
	-2.28842
	0.02697

	X Variable 5
	1.02487
	3.13417
	0.32700
	0.74522

	X Variable 6
	4.93364
	4.19389
	1.17639
	0.24577


Note how each variable has been scaled for the above regression line:

X1 – Median Household Income (Divided by $10,000)

X2 – Unemployment Rate (Multiplied by 100)

X3 – Percentage below Poverty Level (Multiplied by 100)

X4 – Population (Divided by 1 Million)

X5 – Gross State Product (Divided by $1 Trillion)

X6 – Net Personal Income (Divided by $1 Trillion)

Y = Median Home Values, Owner Occupied Homes (Divided by $100,000)

Using Regression Analysis, and considering all six variables, Excel has determined an R square of 0.77, which suggests the six variables together are acceptable predictors of Median Home Value. However, I think it prudent to consider multiple models to see if there is a better model to use. First I’ll consider a model that transforms the data of each variable to reduce the negative or positive skewness of the data. Second, I’ll consider some models where I remove certain variables that may not be strong factors in influencing Median Home Values for simpler models. After considering these various models, I’ll conclude which model does the best job in predictive power (with a high R square), as well as conclude which explanatory variables hold great weight in swaying the Median Home Value.
Transformation of Data

Each variable has been transformed to be more symmetric. Note that the transformation is performed on the scaled data. The results are detailed below:

	Y - Median Household Value of Owner Occupied Housing Units, in 100,000

	Transformation
	Hu
	Hl
	Median
	Test
	Result

	X
	1.922405
	1.08338
	1.37727
	1.854894688
	Positive Skew

	X^.5
	1.385971115
	1.040824054
	1.173571472
	1.600028427
	Positive Skew

	LN(X)
	0.652026631
	0.079965249
	0.320103279
	1.382219019
	Positive Skew

	1/X
	0.923259705
	0.521797208
	0.726074045
	0.965286436
	Negative Skew

	
	
	
	
	
	

	X1 - Median Household Income, in 10,000

	Transformation
	Hu
	Hl
	Median
	Test
	Result

	X
	4.846
	3.9642
	4.224
	2.394149346
	Positive Skew

	X^.5
	2.201355171
	1.991023862
	2.055237213
	2.27550746
	Positive Skew

	LN(X)
	1.578139007
	1.377291971
	1.440782546
	2.163414949
	Positive Skew

	1/X
	0.25226381
	0.206361789
	0.236742424
	0.510897362
	Negative Skew

	1/X^2
	0.06363857
	0.042586433
	0.056046975
	0.563988741
	Negative Skew

	1/X^3
	0.016054485
	0.008788726
	0.013268697
	0.621831799
	Negative Skew

	1/X^4
	0.00405026
	0.001813816
	0.003141263
	0.684770069
	Negative Skew

	1/X^8
	1.6411E-05
	3.29147E-06
	9.86754E-06
	0.995034628
	Negative Skew

	
	
	
	
	
	

	X2 - Unemployment Rate, times 100

	Transformation
	Hu
	Hl
	Median
	Test
	Result

	X
	4.9
	3.4
	4.5
	0.363636364
	Negative Skew

	X^2
	24.01
	11.56
	20.25
	0.432681243
	Negative Skew

	X^3
	117.649
	39.304
	91.125
	0.51183883
	Negative Skew

	X^4
	576.4801
	133.6336
	410.0625
	0.602026778
	Negative Skew

	X^7
	67822.30728
	5252.335014
	37366.94531
	0.948333537
	Negative Skew

	
	
	
	
	
	

	X3 - Percentage of Population below Poverty Level, times 100

	Transformation
	Hu
	Hl
	Median
	Test
	Result

	X
	14.65
	10.55
	12.3
	1.342857143
	Positive Skew

	X^.5
	3.827481683
	3.248067234
	3.507135583
	1.23653121
	Positive Skew

	LN(X)
	2.684387915
	2.356114629
	2.509599262
	1.138802296
	Positive Skew

	1/X
	0.094788859
	0.068266542
	0.081300813
	1.034814018
	Positive Skew

	
	
	
	
	
	

	X4 - Population, in Millions

	Transformation
	Hu
	Hl
	Median
	Test
	Result

	X
	6.343251
	1.5939415
	4.173405
	0.841200505
	Negative Skew

	X^.5
	2.518557054
	1.260820352
	2.042891333
	0.608212978
	Negative Skew

	LN(X)
	1.847353146
	0.460833222
	1.428732249
	0.432504719
	Negative Skew

	
	
	
	
	
	

	X5 - Gross State Product, In Trillions

	Transformation
	Hu
	Hl
	Median
	Test
	Result

	X
	0.288726
	0.05772
	0.135412
	1.97335633
	Positive Skew

	X^.5
	0.53665452
	0.240156317
	0.367983695
	1.319520335
	Positive Skew

	LN(X)
	-1.247332227
	-2.853710041
	-1.999433296
	0.88039511
	Negative Skew

	
	
	
	
	
	

	X6 - Personal Income, In Trillions

	Transformation
	Hu
	Hl
	Median
	Test
	Result

	X
	0.250525
	0.050001
	0.119269
	1.894900964
	Positive Skew

	X^.5
	0.50027855
	0.223605652
	0.345353442
	1.272508579
	Positive Skew

	LN(X)
	-1.386165349
	-2.995772775
	-2.126373833
	0.851402559
	Negative Skew


The bolded rows show the transformation used for Model 2

Model 2 – Uses All Explanatory Variables (Using Transformed Data)

This model uses the data that are transformed to be more symmetric (Both explanatory and response variables). The Regression equation for this model is: 
Y = 0.85627 + 7,165.85777X1 + 0.00000X2 – 2.45523X3 – 0.00392X4 – 0.20998X5 + 0.19363X6
The results, using Excel, is shown below:
	Regression Statistics
	
	
	

	Multiple R
	0.74375
	
	
	

	R Square
	0.55316
	
	
	

	Adjusted R Square
	0.49223
	
	
	

	Standard Error
	0.19676
	
	
	

	Observations
	51
	
	
	

	
	
	
	
	

	ANOVA
	
	
	
	

	 
	Df
	SS
	MS
	F

	Regression
	6
	2.10885
	0.35147
	9.07826

	Residual
	44
	1.70351
	0.03872
	

	Total
	50
	3.81236
	 
	 

	
	
	
	
	

	 
	Coefficients
	Standard Error
	t Stat
	P-value

	Intercept
	0.85627
	0.23940
	3.57671
	0.00086

	X Variable 1
	7165.85777
	2000.72675
	3.58163
	0.00085

	X Variable 2
	0.00000
	0.00000
	-0.77186
	0.44432

	X Variable 3
	-2.45523
	1.85819
	-1.32131
	0.19323

	X Variable 4
	-0.00392
	0.00805
	-0.48687
	0.62877

	X Variable 5
	-0.20998
	0.21836
	-0.96160
	0.34151

	X Variable 6
	0.19363
	0.20846
	0.92883
	0.35804


Model 2, even with more symmetric variables (explanatory and response), produces a lower R squared than the first (0f 0.55); that is, the transformed data does not appear to be as good an indicator as the original model.
Model 3 – Remove Variable #5 and #6 (Original Data)

Model 3 is based on the original model, but removes variables #5 and #6 (that is, the gross state product and net personal income). I do this because the p-values for these two variables are higher than the other four variables. A high p-value usually suggests the explanatory variables are not as suitable as the others. In doing this, we get the following regression line:

Y = -5.44031 + 1.27466X1 -0.12135X2 + 0.14585X3 + 0.01161X4
The results, using Excel, is shown below:
	Regression Statistics
	
	
	

	Multiple R
	0.86078
	
	
	

	R Square
	0.74094
	
	
	

	Adjusted R Square
	0.71842
	
	
	

	Standard Error
	0.40213
	
	
	

	Observations
	51
	
	
	

	
	
	
	
	

	ANOVA
	
	
	
	

	 
	df
	SS
	MS
	F

	Regression
	4
	21.27584
	5.31896
	32.89194

	Residual
	46
	7.43867
	0.16171
	

	Total
	50
	28.71450
	 
	 

	
	
	
	
	

	 
	Coefficients
	Standard Error
	t Stat
	P-value

	Intercept
	-5.44031
	0.84555
	-6.43407
	0.00000

	X Variable 1
	1.27466
	0.13089
	9.73802
	0.00000

	X Variable 2
	-0.12135
	0.05831
	-2.08121
	0.04301

	X Variable 3
	0.14585
	0.02984
	4.88787
	0.00001

	X Variable 4
	0.01161
	0.00907
	1.27924
	0.20723


The R square of 0.74 is not as high as Model 1. But the P-values overall, are lower than Model 1. 
Model 4 – Remove Variable #4, #5, #6 (Original Data)

Because the P-value is highest for X4 from Model 3, Model 4 removes #4 along with #5 and #6. The regression line we get is:

Y = -5.67913 + 1.31642X1 – 0.11609X2 + 0.15352X3

	Regression Statistics
	
	
	

	Multiple R
	0.85541
	
	
	

	R Square
	0.73173
	
	
	

	Adjusted R Square
	0.71460
	
	
	

	Standard Error
	0.40485
	
	
	

	Observations
	51
	
	
	

	
	
	
	
	

	ANOVA
	
	
	
	

	 
	df
	SS
	MS
	F

	Regression
	3
	21.01120
	7.00373
	42.73177

	Residual
	47
	7.70330
	0.16390
	

	Total
	50
	28.71450
	 
	 

	
	
	
	
	

	 
	Coefficients
	Standard Error
	t Stat
	P-value

	Intercept
	-5.67913
	0.83025
	-6.84028
	0.00000

	X Variable 1
	1.31642
	0.12761
	10.31576
	0.00000

	X Variable 2
	-0.11609
	0.05855
	-1.98265
	0.05327

	X Variable 3
	0.15352
	0.02943
	5.21664
	0.00000


The R square decreased to 0.73 from Model 3, and the P-values are all below 0.6 in this model. The second variable may not have a significantly low enough P-value. Therefore, the next model will only consider X1 and X3.
Model 5 – Remove Variable #2, #4, #5, #6 (Original Data)

Fortunately, the R square only decreases very slightly. In this model, the R square is now 0.71. the P-values, this time are each extremely low. The regression line is:

Y = -5.51491 + 1.23960X1 +0.12731X3
	Regression Statistics
	
	
	

	Multiple R
	0.84219
	
	
	

	R Square
	0.70929
	
	
	

	Adjusted R Square
	0.69718
	
	
	

	Standard Error
	0.41702
	
	
	

	Observations
	51
	
	
	

	
	
	
	
	

	ANOVA
	
	
	
	

	 
	df
	SS
	MS
	F

	Regression
	2
	20.36693
	10.18346
	58.55668

	Residual
	48
	8.34758
	0.17391
	

	Total
	50
	28.71450
	 
	 

	
	
	
	
	

	 
	Coefficients
	Standard Error
	t Stat
	P-value

	Intercept
	-5.51491
	0.85095
	-6.48086
	0.00000

	X Variable 1
	1.23960
	0.12524
	9.89741
	0.00000

	X Variable 3
	0.12731
	0.02708
	4.70066
	0.00002


Also, the F statistic has been progressively increasing with each model. Moreover, the standard error has stayed relatively the same, slightly increasing as we remove an additional variable. This process, striving to adhere to The Law of Parsinomy, shows that this 2-variable model may be an optimal fit. If we want a higher predictive power, while still having low standard error and p-values, Model 3 may suffice.
Regressing on my Regression Analysis, if I consider the original model while only removing Variable #5, I get a different line of reasoning. We can follow this analysis in Models 6 and 7.
Model 6 – Remove Variable #5 (Original Data)

Under this model, my regression line is:

Y = -4.53001 + 1.08093X1 – 0.10083X2 + 0.13814X3 – 0.20497X4 + 6.03401X6

	Regression Statistics
	
	
	

	Multiple R
	0.87812
	
	
	

	R Square
	0.77110
	
	
	

	Adjusted R Square
	0.74567
	
	
	

	Standard Error
	0.38218
	
	
	

	Observations
	51
	
	
	

	
	
	
	
	

	ANOVA
	
	
	
	

	 
	df
	SS
	MS
	F

	Regression
	5
	22.14183
	4.42837
	30.31891

	Residual
	45
	6.57268
	0.14606
	

	Total
	50
	28.71450
	 
	 

	
	
	
	
	

	 
	Coefficients
	Standard Error
	t Stat
	P-value

	Intercept
	-4.53001
	0.88630
	-5.11118
	0.00001

	X Variable 1
	1.08093
	0.14767
	7.32011
	0.00000

	X Variable 2
	-0.10083
	0.05605
	-1.79897
	0.07873

	X Variable 3
	0.13814
	0.02853
	4.84130
	0.00002

	X Variable 4
	-0.20497
	0.08936
	-2.29371
	0.02653

	X Variable 6
	6.03401
	2.47808
	2.43496
	0.01892


Relative to the original model, the R square very very slightly decrease (still at 0.77). The P-values show that we should consider removing Variable 2 (this variable has the highest P-value of the 5, of 0.079). The standard error slightly decreased and the F statistic increased a fair amount from the original model, which suggests the model looks more optimal from the original. Let’s see if removing the second variable will create an even more optimal model.
Model 7 – Remove Variable #2 and #5 (Original Data)

Under this model, my regression line is:

Y = -4.31244 + 0.99841X1 + 0.11586X3 – 0.23010X4 + 6.70414X6

	Regression Statistics
	
	
	

	Multiple R
	0.86870
	
	
	

	R Square
	0.75464
	
	
	

	Adjusted R Square
	0.73331
	
	
	

	Standard Error
	0.39136
	
	
	

	Observations
	51
	
	
	

	
	
	
	
	

	ANOVA
	
	
	
	

	 
	df
	SS
	MS
	F

	Regression
	4
	21.66913
	5.41728
	35.37004

	Residual
	46
	7.04537
	0.15316
	

	Total
	50
	28.71450
	 
	 

	
	
	
	
	

	 
	Coefficients
	Standard Error
	t Stat
	P-value

	Intercept
	-4.31244
	0.89909
	-4.79643
	0.00002

	X Variable 1
	0.99841
	0.14373
	6.94635
	0.00000

	X Variable 3
	0.11586
	0.02632
	4.40144
	0.00006

	X Variable 4
	-0.23010
	0.09038
	-2.54588
	0.01432

	X Variable 6
	6.70414
	2.50877
	2.67228
	0.01039


Compared to Model 6, the R square decreased slightly to 0.75, the standard error slightly increased to 0.39, and the F statistic increased by 5 to 35.4. But one phenomenon to mention is that the P-values for all four variables are below 0.02, which suggests that this model may also be an optimal model to use in explanation power.
Conclusion

We can consider two models to be optimal based on the statistical analysis above: Model 5 and Model 7. Model 5 is only a 2-variable model the reduces the number of variables we consider (thereby adhering to the Law of Parsinomy), but Model 7 (a 4-variable model) contends well against Model 5 in that we have a higher R square and lower standard error while still having a relatively high F statistic and relatively low P-values for the number of variables this model considers (though Model 5 provides a higher F statistic and insurmountably low P-values). 
Either way, whether we adhere more strictly to Occam’s razor or not, we can draw the following conclusion from either of these two optimal models: Of the six factors, two have significant influence on the median home values in the United States. They are: median household income and the percentage of people below poverty level. The other two factors when considered with the first two may play an even more illustrative picture: population and personal net income also have a significant impact on median home prices. Note the first two are consistently influential in both Models 5 and 7.
The scales for each explanatory variable makes drawing more educated guesses slightly difficult, but it is statistically shown that median home values are driven mainly by income (household and net personal income), the percentage of people living in poverty, and population. Intuitively, I would argue that more densely populated places and income levels can really drive the home prices of any location. For example, if I looked at New York City (especially Manhattan), or Los Angeles, I’ll expect home prices to be two of the highest of all the cities in the United States. Now if we look examine more closely, I can intuit that poverty impacts home prices significantly: poorer neighborhoods in these cities can considerably bring down home value prices. There is consistency between my intuition and this analysis. If we look at the data, which provide information on a per State level, California, Hawaii, and many of the smaller New England states happen to show this very correlation between home prices and income, population, and poverty levels. Many of the New England states have high median household incomes and low poverty levels. Model 7 helps imply that their population density, that is population to state size ratio, is a factor to consider. However, California may not appear as intuitive with this line of reasoning on density, but their population and net personal income are among the highest of all the states, and therefore helps to offset the questionably high poverty rate. As you can see, there are benefits between having a 2-variable model and a 4-variable model to help draw different statistical inferences. The latter model may be more complicated to interpret, but allows for more interesting results. All in all, income and poverty levels play a big role…
I suppose I should consider moving to Iowa. …
