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Introduction
The purpose of this student project is to investigate which population characteristics are the best predictors of in-state violent-crime rates.  Six different population characteristics were studied in an effort to “explain” these violent crime rates.  Excel’s Regression Add-In was used to summarize the regression analysis, which was conducted at a 95% confidence level.
Data and Considerations
The data used in conducting this regression analysis was taken from the US Census Bureau’s website and from the Bureau of Labour Statistics’ website.    The population characteristics used to explain the rate of violent crime are:
· the severity of the justice system (a dummy variable coded as “0” for the presence of the death penalty and as “1” for its absence)
· the proportion of the population owning a firearm
· the median age of the population
· the median salary of the population
· the unemployment rate
· the high-school dropout rate

These variables were measured at the state level – 50 data points were used, one for each state.  The complete data can be seen on the Raw Data tab of the attached Microsoft Excel spreadsheet.

A  log-transformation was applied to the Median Salary and to the High-school Dropout Rate in order to correct a positive skew.  A table summarizing the need for these transformations and their impact may be found on the “Raw Data” tab of the accompanying Excel Spreadsheet (cells A56 to D61).
Regression Model with 6 Variables
The full regression model is:

Yi= α + β1Xi1 + β2Xi2 + β3Xi3 + β4Xi4 + β5Xi5 + β6Xi6 + εi
For the full model and for all other models presented in this report, the variables are:
· Yi:  the violent crime rate (per 100 inhabitants)
· Xi1:  the dummy variable coded as “0” for the presence of the death penalty and as “1” for its absence
· Xi2:  the count of individuals owning a firearm (per 100 inhabitants)

· Xi3:  the median age of the population

· Xi4:  the logarithm of the median salary of the population

· Xi5:  the count of unemployed individuals (per 100 inhabitants)

· Xi6:  the logarithm of the count of high-school dropouts (per 100 inhabitants)

Below is a summary output of the Regression Analysis conducted in Microsoft Excel:

	Regression Statistics

	Multiple R
	0.54319002

	R Square
	0.295055398

	Adjusted R Square
	0.196691035

	Standard Error
	0.127731921

	Observations
	50


	
	Coefficients
	Standard Error
	t Stat
	P-value

	Intercept
	-2.2835
	2.94697
	-0.77486
	0.44266

	X1
	-0.00233
	0.0427
	-0.05457
	0.95674

	X2
	0.00035
	0.00224
	0.15668
	0.87623

	X3
	-0.01007
	0.00869
	-1.15876
	0.25295

	X4
	0.51652
	0.58425
	0.88408
	0.38157

	X5
	0.01139
	0.01115
	1.02142
	0.31277

	X6
	0.47022
	0.2166
	2.17092
	0.0355


We now replace the intercept and slope coefficients in our original regression model and write our model as:

Yi= -2.2835 - 0.00233Xi1 + 0.00035Xi2 - 0.01007Xi3 + 0.51652Xi4 + 0.01139Xi5 + 0.47022Xi6 + εi
Only 29.5% of the variation in the violent crime rate can be explained by this regression.  This leads us to conclude that the predictive power of the above model is weak.  We will, nonetheless attempt to improve on this model by making it more parsimonious – that is, we will reduce the count of variables involved while maintaining the current adequacy of our model.
As evidenced by its high t-statistic, the high-school dropout rate stands out as being the strongest predictor of violent crime rates.

A high p-value implies that we cannot reject the null hypothesis that a particular β coefficient is 0.  Failure to reject this null hypothesis leads to the assumption that the predictive power of that particular variable is weak.  Such is the case with variables X1 and X2 in the regression above.  We will proceed to make the model above more parsimonious by dropping the variable with the highest p-value.

Regression Model with 5 Variables
The variable with the highest p-value in the 6-variable model is X1, the variable representing the presence or absence of the death penalty.  X1’s p-value is 0.95674.  We will delete this variable from our data and conduct a regression analysis on the resulting 5-variable model.
The 5-variable model is:

Yi= α + β2Xi2 + β3Xi3 + β4Xi4 + β5Xi5 + β6Xi6 + εi
Below is a summary output of the Regression Analysis conducted in Microsoft Excel:

	Regression Statistics

	Multiple R
	0.543145088

	R Square
	0.295006587

	Adjusted R Square
	0.214893699

	Standard Error
	0.126276451

	Observations
	50


	
	Coefficients
	Standard Error
	t Stat
	P-value

	Intercept
	-2.26964
	2.90255
	-0.78195
	0.43843

	X2
	0.00036
	0.0022
	0.16325
	0.87107

	X3
	-0.01019
	0.00836
	-1.2188
	0.22942

	X4
	0.51374
	0.57538
	0.89286
	0.37679

	X5
	0.01145
	0.01096
	1.04488
	0.30179

	X6
	0.47153
	0.2128
	2.21582
	0.03192


We now replace the intercept and slope coefficients in our 5-variable regression model and write it as:

Yi= -2.26964 + 0.00036Xi2 – 0.01019Xi3 + 0.51374Xi4 + 0.01145Xi5 + 0.047153Xi6 + εi
We have eliminated one variable and the R-squared coefficient remains at 29.5%.  This implies that the 5-variable model is more parsimonious than the 6-variable model.  This is also illustrated by the fact that the adjusted R2 coefficient has increased by 1.8%.
Once again, the high-school dropout rate has a high t-statistic.  This illustrates the strong effect of variable X6 on the response variable.

Regression Model with 4 Variables
The variable with the highest p-value in the 5-variable regression analysis is X2, the variable which represents the proportion of the population owning a firearm.  X2’s p-value is 0.87107.  We will delete this variable from our data, and conduct a regression analysis on the resulting 4-variable model.
The 4-variable model is:

Yi= α + β3Xi3 + β4Xi4 + β5Xi5 + β6Xi6 + εi
Below is a summary output of the Regression Analysis conducted in Microsoft Excel:

	Regression Statistics

	Multiple R
	0.542751857

	R Square
	0.294579578

	Adjusted R Square
	0.231875541

	Standard Error
	0.124903306

	Observations
	50


	
	Coefficients
	Standard Error
	t Stat
	P-value

	Intercept
	-1.90092
	1.80321
	-1.05419
	0.29742

	X3
	-0.01065
	0.00778
	-1.36953
	0.17763

	X4
	0.44307
	0.37492
	1.18178
	0.2435

	X5
	0.01151
	0.01083
	1.06286
	0.29351

	X6
	0.46089
	0.20037
	2.30021
	0.02613


We now replace the intercept and slope coefficients in our 4-variable regression model and write it as:

Yi= -1.90092 – 0.01065Xi3 + 0.44307Xi4 + 0.01151Xi5 + 0.46089Xi6 + εi
Again, we have eliminated a variable without reducing our R-squared coefficient.  This implies that the 4-variable model is superior to the 5-variable model.  The adjusted R2 has increased by 1.7%.
Regression Model with 3 Variables
We next eliminate the X5 variable (the unemployment rate) because it has the highest p-value (.29351).

The 3-variable model is:

Yi= α + β3Xi3 + β4Xi4 + β6Xi6 + εi
Below is a summary output of the Regression Analysis conducted in Microsoft Excel:

	Regression Statistics

	Multiple R
	0.526185039

	R Square
	0.276870695

	Adjusted R Square
	0.229710088

	Standard Error
	0.125079242

	Observations
	50


	
	Coefficients
	Standard Error
	t Stat
	P-value

	Intercept
	-2.57323
	1.691
	-1.52172
	0.13492

	X3
	-0.0101
	0.00777
	-1.29996
	0.20009

	X4
	0.57458
	0.35441
	1.62124
	0.1118

	X6
	0.59111
	0.15877
	3.7231
	0.00054


We now replace the intercept and slope coefficients in our 3-variable regression model and write it as:

Yi= -2.57323 – 0.0101Xi3 + .57458Xi4 + 0.59111Xi6 + εi
The R-squared coefficient has decreased by 1.8% as a result of ignoring the unemployment rate.  The adjusted R2 has decreased by .2%.  This indicates that the four-variable model is likely the most parsimonious model.
Regression Model with 2 Variables
The median age of the population variable (X3) has the next highest p-value (0.20009).  We will delete this explanatory variable from our data and conduct a regression analysis on the resulting 2-variable model.
The 2-variable model is:

Yi= α + β4Xi4 + β6Xi6 + εi
Below is a summary output of the Regression Analysis conducted in Microsoft Excel:

	Regression Statistics

	Multiple R
	0.500305051

	R Square
	0.250305144

	Adjusted R Square
	0.218403235

	Standard Error
	0.125993898

	Observations
	50


	
	Coefficients
	Standard Error
	t Stat
	P-value

	Intercept
	-2.86057
	1.68875
	-1.6939
	0.0969

	X4
	0.55006
	0.35649
	1.54297
	0.12954

	X6
	0.61433
	0.15891
	3.86578
	0.00034


We now replace the intercept and slope coefficients in our 2-variable regression model and write it as:

Yi= -2.86057 + .55006Xi4 + 0.61433Xi6 + εi
The R-squared coefficient has decreased by 2.7% over what it was in the 3-variable model.  This regression model is losing predictive power.  The adjusted R2 has decreased by 1.1%.
Regression Model with 1 Variable
The two-variable model may be transformed into a single-variable model by eliminating the X4 variable (the log of the median salary of the population).  We choose to eliminate this variable because it has the highest p-value (0.12954).

The 1-variable model is:

Yi= α + β6Xi6 + εi
Below is a summary output of the Regression Analysis conducted in Microsoft Excel:

	Regression Statistics

	Multiple R
	0.460792339

	R Square
	0.21232958

	Adjusted R Square
	0.195919779

	Standard Error
	0.127793223

	Observations
	50


	
	Coefficients
	Standard Error
	t Stat
	P-value

	Intercept
	-0.26887
	0.1773
	-1.51642
	0.13597

	X6
	0.57043
	0.15858
	3.59711
	0.00076


We now replace the intercept and slope coefficient in our single-variable regression model and write it as:

Yi= -.26887 + 0.57043Xi6 + εi
Far less of the variance in violent-crime rate may be explained by this one-variable model.  This is evidenced by the 3.8% decrease in R2.
Conclusion
Given the above-described regression analyses, we select the 4-variable model as being the “best” one:

Yi= -1.90092 – 0.01065Xi3 + 0.44307Xi4 + 0.01151Xi5 + 0.46089Xi6 + εi
Where:

·  Yi is the violent crime rate per 100 inhabitants
· Xi3 is the median age of the population

· Xi4 is the logarithm of the median salary of the population

· Xi5 is the count of unemployed individuals per 100 inhabitants

· Xi6 is the logarithm of the count of high-school dropouts per 100 inhabitants

We choose this model because it produces the optimal solution – a maximized R2 and a minimized count of variables.  Under the four-variable model, only 29.46% of the variance in violent crime rate can be explained by the X’s.  Therefore, although the four-variable model is the most parsimonious of those that we have observed, it may not be used to accurately explain violent crime rates.
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