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Regression Analysis (Fox)

Summer 2011 Semester

STUDENT PROJECT WRITE-UP

INTRODUCTION AND DATA:
 I am an avid Dallas Mavericks fan living in San Antonio, TX.  In other words, I live in the rival’s hometown (San Antonio Spurs).  I read on the NEAS website that I should do a project that interests me, so I decided to focus on NBA win-loss records.  
Regression analysis helps determine what explanatory variables were most influential in an observed outcome.  In this case, I have gathered data on what I believe to be explanatory variables that predict a higher number of wins in any given season.  Specifically, I will use data from the 2010-2011 NBA season since my team, the Dallas Mavericks, won the championship that year.  I was able to find a great multitude of data and ideas for possible explanatory variables to include in my analysis, mostly coming from the following website: http://espn.go.com/nba/statistics.  Here is a list of explanatory variables I initially included in the regression analysis: Avg. Home Game Attendance, Avg. Points Scored, Avg. Points Allowed, Field Goal Percentage, Free Throw Percentage, Three Point Percentage, Avg. Blocks, Avg. Assists, Avg. Steals, Avg. Offensive Rebounds, Avg. Defensive Rebounds, Total Technical Fouls, Number of Letters in Team Name, Avg. Turnovers, and Avg. Turnovers Caused.  One field I wanted to include, but was unable to find on that website, was Average Player Salary for each team.  I found this information on the following website: http://www.hoopsworld.com/2010-11-nba-salaries/.  
PLAN AND HYPOTHESIS:
The R2 value for the overall regression model indicates the percentage of variation of the response variable (number of wins) that is captured by using regression.  So, the higher the R2, the more accurate the model is in describing the response values.  After making various changes to my data, I will observe the new R2 value.  Since a change may involve the removal of an explanatory variable, we adjust this value since the number of explanatory variables is reduced, and we must correct for a new number of degrees of freedom.  I will also record the F- value of regression for each iteration.  F-values test the null hypothesis that each regression coefficient is zero.  The larger the F-value, the more false that hypothesis becomes.  Along with the F-value, I will pay close attention to the p-value associated with each explanatory variable and use a significance level to determine which ones to keep and which to remove.  Once I have determined which explanatory variables I want to keep, I will form a regression equation with least square coefficients.  The larger the coefficient, the more influential that particular factor is compared to the others.  However, one problem with this method by itself is that not all the explanatory variables will have the same units.  To solve that problem I will look at standardized coefficients.   I want to find out whether offensive explanatory variables, such as points allowed or assists, or defensive explanatory variables, such as blocks or steals, are more influential.  Then I will be able to statistically identify which of the two sides of basketball is more important in winning games.  For reference, here is a table identifying which explanatory variables I have deemed “Offensive” and which I have deemed “Defensive”:
	OFFENSIVE EXPLANATORY VARIABLES
	DEFENSIVE EXPLANATORY VARIABLES
	NEITHER

	Avg. Points Scored
	Avg. Points Allowed
	Avg. Home Game Attendance

	Field Goal Percentage
	Avg. Blocks
	Total Technical Fouls

	Free Throw Percentage
	Avg. Steals
	Number of Letters in Team Name

	Three Point Percentage
	Avg. Defensive Rebounds
	

	Avg. Assists
	Avg. Turnovers Caused
	

	Avg. Offensive Rebounds
	
	

	Avg. Turnovers
	
	


I should point out here that I believe the many of these explanatory variables to be positively correlated with the response variable.  The higher the avg. points scored, the higher the number of wins.  However, some will be negatively correlated.  The more turnovers a team commits on average, the lower the number of wins.  We will see if I am correct.  For the “Neither” explanatory variables, I cannot make any educated guess whether the coefficients will be positive or negative and am interested to see the results of my analysis.
ANALYSIS:
I will begin my analysis by examining the correlation between each pair of explanatory variables.  By removing one of a pair of explanatory variables that are very highly correlated with each other, I will reduce collinearity in my model, since this will ensure that the least squares coefficients are uniquely defined.

Please note that I will number the Data tabs in my excel spreadsheet.  Data1 represents the full set of data I have begun this project with.  As the numbers increase, this will indicate a change in the data, mostly likely the removal of a factor.  (I will provide a “Table of Contents” tab in the Excel spreadsheet for convenience).  We begin with correlation coefficients between each pair of explanatory variables.  I used the Correlation function under Data Analysis to derive the numbers found in the tab called “Correlation Table”.  There are a few notable correlations highlighted in yellow.  The only one that truly catches my eye is the 89% correlation between Avg. Turnovers Caused and Avg. Steals.  This makes a great deal of sense since each steal that is realized by a team automatically results in a turnover for the other team.  For this reason, I will remove Avg. Turnovers Caused from my analysis.  The data set with Avg. Turnovers Caused removed can be found on the tab labeled Data2.  Here are the results from the regression analysis with all explanatory variables involved:
	Regression Statistics(Full Model)

	Multiple R
	0.987260491

	R Square
	0.974683276

	Adjusted R Square
	0.943524232

	Standard Error
	3.131040458

	Observations
	30


	ANOVA
	
	
	
	
	

	 
	df
	SS
	MS
	F
	Significance F

	Regression
	16
	4906.555613
	306.6597258
	31.28091039
	8.78398E-08

	Residual
	13
	127.4443866
	9.803414352
	
	

	Total
	29
	5034
	 
	 
	 


Here are the results from the regression analysis with the Avg. Turnovers Caused explanatory variable removed:
	Regression Statistics(Explanatory Var. Removed)

	Multiple R
	0.986498468

	R Square
	0.973179226

	Adjusted R Square
	0.944442683

	Standard Error
	3.10547643

	Observations
	30


	ANOVA
	
	
	
	
	

	 
	df
	SS
	MS
	F
	Significance F

	Regression
	15
	4898.984226
	326.5989484
	33.86556357
	2.09525E-08

	Residual
	14
	135.015774
	9.643983857
	
	

	Total
	29
	5034
	 
	 
	 


Notice the increase in the adjusted R2 value and F value (and decrease in standard error).  This confirms that removing the explanatory variable increased the validity of my model.  The higher the F value, the greater the RegSS is to the RSS.  In other words, the more false the null hypothesis becomes and consequentially the more valid our linear model becomes.  Also notable from this regression was the table of p-values for the explanatory variables remaining in my analysis: 
	 
	Coefficients
	Standard Error
	t Stat
	P-value

	Intercept
	-2.026176844
	70.43476232
	-0.028766717
	0.977456701

	Avg. Player Salary
	-2.13922E-07
	9.16902E-07
	-0.23330941
	0.81889793

	Avg. Home Game Attendance
	0.000534957
	0.000366757
	1.458613785
	0.166740361

	Avg. Points Scored 
	2.005429898
	0.626211535
	3.202479972
	0.006388952

	Avg. Points Allowed
	-2.433051376
	0.420520089
	-5.785814857
	4.7188E-05

	Field Goal Percentage
	88.13982954
	101.5088301
	0.868297167
	0.399871798

	Free Throw Percentage
	32.51788302
	35.49315649
	0.91617332
	0.375088082

	Three Point Percentage
	7.852899277
	47.65293701
	0.164793605
	0.871462183

	Avg. Blocks
	1.033934882
	1.715663911
	0.602644187
	0.556381895

	Avg. Assists
	0.462405009
	0.691272406
	0.668918656
	0.514427066

	Avg. Steals
	0.249867539
	1.276056038
	0.195812356
	0.847570703

	Avg. Offensive Rebounds
	-0.338185753
	1.016674666
	-0.332639107
	0.744335196

	Avg. Defensive Rebounds
	0.08757023
	0.996820724
	0.087849528
	0.931240501

	Total Technical Fouls (Own)
	-0.03073655
	0.062630946
	-0.490756593
	0.631201413

	Number of Letters in Team Name
	-0.223765899
	0.356427992
	-0.627801139
	0.540240115

	Avg. Turnovers (Own)
	-0.20566815
	1.306167234
	-0.157459278
	0.877131307


A p-value tells you the probability of an event occurring under purely random circumstances.  The higher the p-value, the more probable that event is to happen under normal, everyday conditions.  In other words, a high p-value corresponds to the likelihood that the null hypothesis is true.  A p-value lower than a significance level of 5% indicates that a given result was not coincidence, since it is among the 5% most extreme cases.  Using a significance level of .05, we see that two of our explanatory variables, Avg. Points Scored, and Avg. Points Allowed, give us reason to reject the null hypothesis for those two variables.  I will need more analysis to determine whether or not to include the rest of my explanatory variables.  
Here is a table of the current model with its predicted Number of Wins and corresponding residuals:

	Observation
	Predicted Number of Wins
	Observed Number of Wins
	Residuals
	Standard Residuals

	Atlanta Hawks
	41.49
	44
	2.51
	1.16

	Boston Celtics
	58.86
	56
	-2.86
	-1.33

	Charlotte Bobcats
	32.18
	34
	1.82
	0.84

	Chicago Bulls
	63.12
	62
	-1.12
	-0.52

	Cleveland Cavaliers
	18.51
	19
	0.49
	0.23

	Dallas Mavericks
	54.34
	57
	2.66
	1.23

	Denver Nuggets
	50.29
	50
	-0.29
	-0.13

	Detroit Pistons
	31.25
	30
	-1.25
	-0.58

	Golden State Warriors
	35.22
	36
	0.78
	0.36

	Houston Rockets
	45.11
	43
	-2.11
	-0.98

	Indiana Pacers
	35.39
	37
	1.61
	0.74

	LA Clippers
	30.55
	32
	1.45
	0.67

	LA Lakers
	56.71
	57
	0.29
	0.13

	Memphis Grizzlies
	45.64
	46
	0.36
	0.17

	Miami Heat
	62.20
	58
	-4.20
	-1.95

	Milwaukee Bucks
	38.31
	35
	-3.31
	-1.53

	Minnesota Timberwolves
	19.65
	17
	-2.65
	-1.23

	New Jersey Nets
	25.13
	24
	-1.13
	-0.52

	New Orleans Hornets
	43.35
	46
	2.65
	1.23

	New York Knicks
	43.77
	42
	-1.77
	-0.82

	Oklahoma City Thunder
	52.04
	55
	2.96
	1.37

	Orlando Magic
	51.14
	52
	0.86
	0.40

	Philadelphia Seventy-Sixers
	43.70
	41
	-2.70
	-1.25

	Phoenix Suns
	38.53
	40
	1.47
	0.68

	Portland Trail Blazers
	46.13
	48
	1.87
	0.87

	Sacramento Kings
	23.20
	24
	0.80
	0.37

	San Antonio Spurs
	57.35
	61
	3.65
	1.69

	Toronto Raptors
	24.51
	22
	-2.51
	-1.16

	Utah Jazz
	41.04
	39
	-2.04
	-0.95

	Washington Wizards
	21.26
	23
	1.74
	0.81


In order to detect outliers in our data, we must look at residuals for each data point.  The largest residual comes from the Miami Heat’s data.  The model predicts that they should have won at least 62 games last season given all of their explanatory variable data.  The funny/ironic thing to me as a fan of the Dallas Mavericks, and the NBA in general, is that the Heat underachieved, despite having supposedly more favorable basketball statistics .  Anyone who followed the 2010-2011 seasons understands why I am laughing, with all of the hype that the Heat got at the beginning of the season after Lebron James “took his talents to South Beach”.  It is therefore with much pleasure that I will remove the Miami Heat from my analysis to improve the model.  Please see the tab named Data3 for the new set of data.  I ran the regression again without the Miami Heat and here are my results:
	Regression Statistics(Miami Heat data point removed)

	Multiple R
	0.989965263

	R Square
	0.980031222

	Adjusted R Square
	0.956990324

	Standard Error
	2.696904978

	Observations
	29


	ANOVA
	
	
	
	
	

	 
	df
	SS
	MS
	F
	Significance F

	Regression
	15
	4640.481629
	309.3654419
	42.53441936
	1.42253E-08

	Residual
	13
	94.55285402
	7.273296463
	
	

	Total
	28
	4735.034483
	 
	 
	 


Notice that the adjusted R2 has once again improved, as well as our F-value.  By removing an outlier from your data, the regression line becomes a closer fit of the data, so that a higher percentage of the squared error in linear regression is reduced.  Also, let’s look at the table of new p values:
	 
	Coefficients
	Standard Error
	t Stat
	P-value

	Intercept
	-25.29910116
	61.9587468
	-0.408321705
	0.68968326

	Avg. Player Salary
	-8.75982E-07
	8.44295E-07
	-1.037530594
	0.318402802

	Avg. Home Game Attendance
	0.000710575
	0.000327092
	2.172402799
	0.048911139

	Avg. Points Scored 
	2.029717542
	0.543921606
	3.731636172
	0.002513845

	Avg. Points Allowed
	-2.455819865
	0.365321998
	-6.722343251
	1.42115E-05

	Field Goal Percentage
	184.9599847
	97.24259095
	1.902047065
	0.079553618

	Free Throw Percentage
	35.66924486
	30.85244944
	1.156123598
	0.268436072

	Three Point Percentage
	16.08415833
	41.53037256
	0.387286637
	0.704810177

	Avg. Blocks
	1.248772502
	1.492724464
	0.836572678
	0.417945746

	Avg. Assists
	-0.371187828
	0.696631945
	-0.53283205
	0.603139451

	Avg. Steals
	-0.788062253
	1.192347158
	-0.660933561
	0.520196479

	Avg. Offensive Rebounds
	-0.221580773
	0.884299035
	-0.250572221
	0.806061459

	Avg. Defensive Rebounds
	0.037136796
	0.865938218
	0.042886196
	0.966443968

	Total Technical Fouls (Own)
	-0.02872108
	0.054397629
	-0.527984049
	0.606405861

	Number of Letters in Team Name
	-0.164953764
	0.310537295
	-0.531188256
	0.604245989

	Avg. Turnovers (Own)
	-0.384310035
	1.136847331
	-0.33804894
	0.740723164


Notable in this new table is the Avg. Home Game Attendance now falling below our significance level of .05, and Field Goal Percentage getting very close to also disproving the null hypothesis.  Before digging deeper, though, I need to rule out more explanatory variables.  I want to see what the regression looks like if I remove all explanatory variables with a p-value above 61%.  This would remove the following explanatory variables: Three Point Percentage, Avg. Offensive Rebounds, Avg. Defensive Rebounds, and Avg. Turnovers (Own).  The updated model can be found on the tab called Data4.  Here are my results:
	Regression Statistics

	Multiple R
	0.989508474

	R Square
	0.979127021

	Adjusted R Square
	0.965620975

	Standard Error
	2.411178344

	Observations
	29


	ANOVA
	
	
	
	
	

	 
	df
	SS
	MS
	F
	Significance F

	Regression
	11
	4636.200206
	421.472746
	72.49546301
	4.76923E-12

	Residual
	17
	98.83427713
	5.813781007
	
	

	Total
	28
	4735.034483
	 
	 
	 


Notice the very significant improvements in the adjusted R2 and F values.  We’re getting closer to a legitimate linear regression model!  Here are the new p-values for the remaining explanatory variables: 

	 
	Coefficients
	Standard Error
	t Stat
	P-value

	Intercept
	-30.87326308
	30.50895367
	-1.011941065
	0.325753351

	Avg. Player Salary
	-7.72312E-07
	7.07486E-07
	-1.091627655
	0.29022695

	Avg. Home Game Attendance
	0.00075353
	0.000260606
	2.891451233
	0.010144659

	Avg. Points Scored 
	2.090463729
	0.211956319
	9.862710095
	1.89533E-08

	Avg. Points Allowed
	-2.517241398
	0.165707998
	-15.19082616
	2.53298E-11

	Field Goal Percentage
	188.7799393
	73.31856966
	2.574790264
	0.019678586

	Free Throw Percentage
	43.71337169
	20.94217736
	2.087336524
	0.052223007

	Avg. Blocks
	0.620457975
	1.010800641
	0.613828237
	0.547455611

	Avg. Assists
	-0.41001005
	0.615122796
	-0.666549919
	0.514004881

	Avg. Steals
	-0.723579497
	0.815388287
	-0.887404821
	0.387243793

	Total Technical Fouls (Own)
	-0.035219697
	0.0355803
	-0.989865099
	0.33612083

	Number of Letters in Team Name
	-0.245215563
	0.242791316
	-1.009984902
	0.326662773


We now have Field Goal Percentage well under the significance level of 0.05.  Free Throw Percentage is also much closer.  Since this is still way too many explanatory variables for my desired linear equation, I will remove all un-highlighted explanatory variables and see what happens.  See the tab called Data5 for the new data set.  Here is a summary:  
	Regression Statistics

	Multiple R
	0.98496794

	R Square
	0.970161842

	Adjusted R Square
	0.963675286

	Standard Error
	2.478469944

	Observations
	29


	ANOVA
	
	
	
	
	

	 
	df
	SS
	MS
	F
	Significance F

	Regression
	5
	4593.749778
	918.7499555
	149.5650146
	9.466E-17

	Residual
	23
	141.2847051
	6.142813263
	
	

	Total
	28
	4735.034483
	 
	 
	 


Notice here that our Adjusted R2 value decreased slightly, probably due to the drastic reduction in explanatory variables.  However, since we kept only those within the 5% p-value significance level (including Free Throw percentage even though it was slightly above it), we didn’t lose much in terms of increased squared error.  Also, notice the HUGE jump in our F-value.  The regression sum of squares did not change much despite the removal of several explanatory variables.    However, the degrees of freedom was drastically reduced so that the mean sum of squares increased a great amount.  This explains our extremely high F-value.  Here is a table with the remaining explanatory variables and their corresponding p-values: 
	 
	Coefficients
	Standard Error
	t Stat
	P-value

	Intercept
	-20.90839727
	26.43924198
	-0.790809255
	43.7%

	Avg. Home Game Attendance
	0.000625326
	0.000228798
	2.733099277
	1.2%

	Avg. Points Scored 
	2.061325682
	0.196863537
	10.47083536
	0.0%

	Avg. Points Allowed
	-2.479576179
	0.142599877
	-17.38834726
	0.0%

	Field Goal Percentage
	121.4137603
	49.35779467
	2.459870038
	2.2%

	Free Throw Percentage
	48.71723095
	18.68259445
	2.607626638
	1.6%


I am quite satisfied with this result.  The explanatory variables that we kept all saw p-values reduce even further such that all are below a 2.3% significance level.  Now I am ready to present my linear equation, which is:
Number of Wins = -20.91 + 6.25*(Avg. Home Game Attendance in 10,000’s) + 2.06*(Avg. Points Scored) – 2.48*(Avg. Points Allowed) + 121.41*(Field Goal Percentage) + 48.72*(Free Throw Percentage)
Note that I rescaled the Avg. Home Game Attendance coefficient by requiring that the variable’s data be reported in 10,000’s.

As mentioned in my introduction, I will use standardized coefficients so that I can readily see which of the remaining explanatory variables are the most influential.  Here is a table of means and standard deviations, from which I will derive the standardized coefficients:

	 
	Number of Wins
	Avg. Home Game Attendance
	Avg. Points Scored 
	Avg. Points Allowed
	Field Goal Percentage
	Free Throw Percentage

	Average:
	40.41
	17233.90
	99.47
	99.72
	0.46
	0.76

	Standard Deviation:
	13.00
	2230.13
	4.08
	4.88
	0.01
	0.03


Following the process outlined on page 95 of Fox’s text, the new standardized coefficients will be calculated from the equation: Bi* = Bi∙ (S1/SY), and Zik = (Xik - X-barik)/Sk to form a new regression equation: ZiY = B1*Zi1 + … + Bk*Zik + Ei*.  Here is that same table with new coefficients calculated:
	 
	Number of Wins
	Avg. Home Game Attendance
	Avg. Points Scored 
	Avg. Points Allowed
	Field Goal Percentage
	Free Throw Percentage

	Average:
	40.41
	17233.90
	99.47
	99.72
	0.46
	0.76

	Standard Deviation:
	13.00
	2230.13
	4.08
	4.88
	0.01
	0.03

	Least Squares Coefficient:
	-20.91
	0.00
	2.06
	-2.48
	121.41
	48.72

	Standardized Coefficient:
	N/A
	0.11
	0.65
	-0.93
	0.12
	0.10


SUMMARY

The result is to be expected: that number of wins increases with Avg. Points Scored and decreases with Avg. Points allowed.  In fact, the magnitude of the effect these two variables has on number of wins is much higher than the other three variables, with Avg. Points Allowed showing the most influence.  Thus, I have concluded that defense is more important than offense in winning games.  But, in pure John Madden critical thinking and philosophy, “the more points you score, the better chance you have at winning”.

It is also important to note that the Avg. Player Salary explanatory variable was ultimately removed from my model.  This just goes to show that you can’t simply buy a winning team.

One last thing I should point out is the chicken and the egg paradox I see in the Avg. Home Game Attendance explanatory variable and the number of wins.  Which comes first, a lot of wins which interests more fans in attending the games, or is it the huge fan support that motivates the team to work harder and win more games?  I personally feel like it is the former since many fans are “fair-weather fans” and don’t show up until it’s worth their time and money to watch their favorite team.

