Time Series Final Project

CO2 Levels

xxxxxx x xxxxxxx
The purpose of this project is to develop an appropriate ARIMA model monthly CO2 levels from March 1958 to December 2011.  I followed the process of fitting a seasonal model from the text book and used the R statistical software package.
This project will fit 2 different time series models; ARIMA(0,1,1)x(0,1,1)12 and ARIMA(1,1,1)x(0,1,1)12 to the data and test the appropriateness of each model.
Data is from:  CO2Now worksheet, which was from NOAA data posted at ftp://ftp.cmdl.noaa.gov/ccg/co2/trends/co2_mm_mlo.txt
TSA library was installed to get functions listed in text book

>( install.packages("TSA") )

> library(TSA)
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I first examined the values in excel, There were 6 values that had missing values in table to the right. To remedy this filled in values as follows:  when it was only one value missing, I took the average of the period before and the period after. For the time period in 1964 I made a linear trend between January and May

I saved the file as a CSV and imported it into R:

> CO2data <- read.csv(file.choose(), header=TRUE, sep=",")

> head(CO2data)
  Year Month    Date    CO2 CO2_Cor   LogCO2

1 1958     3 1958.21 315.71  315.71 5.754824

2 1958     4 1958.29 317.45  317.45 5.760320

3 1958     5 1958.38 317.50  317.50 5.760478

4 1958     6 1958.46 -99.99  316.68 5.757892

5 1958     7 1958.54 315.86  315.86 5.755299

6 1958     8 1958.63 314.93  314.93 5.752350

> summary(CO2data)

      Year          Month             Date           CO2        

 Min.   :1958   Min.   : 1.000   Min.   :1958   Min.   :-99.99  

 1st Qu.:1971   1st Qu.: 4.000   1st Qu.:1972   1st Qu.:326.76  

 Median :1985   Median : 7.000   Median :1985   Median :345.36  

 Mean   :1985   Mean   : 6.515   Mean   :1985   Mean   :343.07  

 3rd Qu.:1998   3rd Qu.: 9.750   3rd Qu.:1999   3rd Qu.:366.18  

 Max.   :2011   Max.   :12.000   Max.   :2012   Max.   :394.16  

    CO2_Cor          LogCO2     

 Min.   :313.2   Min.   :5.747  

 1st Qu.:326.9   1st Qu.:5.790  

 Median :345.5   Median :5.845  

 Mean   :347.7   Mean   :5.849  

 3rd Qu.:366.2   3rd Qu.:5.903  

 Max.   :394.2   Max.   :5.977

> plot( CO2data$CO2_Cor , type="l")
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The graph shows CO2 data from NOAA at Mauna Loa Observatory from March 1958 to Dec 2011. The graph has an oscillating pattern and it appears that the data is not stationary due to the general upward trend. I believe the oscillating pattern to be seasonality since this is calendar month data. Looking a subset of 60 points should help show this:

> plot(CO2data$Date[1:60], CO2data$CO2_Cor[1:60], type="l",ylab='CO2',xlab='Time'); Month=c('M','A','M','J','J','A','S','O','N','D','J','F'); points(CO2data$Date[1:60], CO2data$CO2_Cor[1:60],pch=Month)
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Examining the resulting graph we are able to see the lowest levels happen around September and October while the highest levels happen in May. Next I will examine the ACF:
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> acf(CO2data$CO2_Cor, lag.max=36)

Based on the ACF, the data doesn't go to zero quickly so the data doesn't appear to be stationary. Next we will examine 1st differences

> plot(CO2data$Date[1:645], diff(CO2data$CO2_Cor[1:646]), type='l', ylab='first difference of CO2', xlab='Time')

> acf(diff(CO2data$CO2_Cor),lag.max=36)
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Based on the left graph the upward trend is now gone but the seasonality remains. Next I am going to take a 1st difference and a seasonal difference 

> plot(CO2data$Date[1:633], diff(diff(CO2data$CO2_Cor),lag=12), type='l', ylab='first & seasonal difference of CO2', xlab='Time')

> plot(CO2data$Date[1:60], diff(diff(CO2data$CO2_Cor[1:73]),lag=12), type='l', ylab='first & seasonal difference of CO2', xlab='Time')
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Looking at the left graph most of the seasonality is gone. Just to make it clearer, I also looked at the 1st 60 data points (right graph).

> eacf(diff(diff(CO2data$CO2_Cor),lag=12))

AR/MA
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Examining the EACF for the differenced data set would indicate a MA(1) or ARMA(1,1) would be appropriate.

Model 1

> m1.CO2=arima(CO2data$CO2_Cor,order=c(0,1,1), seasonal=list(order=c(0,1,1),period=12))

> m1.CO2

Call:

arima(x = CO2data$CO2_Cor, order = c(0, 1, 1), seasonal = list(order = c(0, 

    1, 1), period = 12))

Coefficients:

          ma1     sma1

      -0.3708  -0.8752

s.e.   0.0427   0.0201

sigma^2 estimated as 0.09159:  log likelihood = -150.4,  aic = 306.81

[image: image11.jpg]Frequency

150

100

50

Histogram of m1.CO2$residuals

-0.5 0.0 0.5

std res

1.0




> plot(m1.CO2$residuals, ylab='Std Res', type='o'); abline(h=0)

> eacf(m1.CO2$residuals)

AR/MA
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> hist(m1.CO2$residuals,xlab='std res')

> qqnorm(m1.CO2$residuals); qqline(m1.CO2$residuals)
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Examining the residuals, the time series doesn’t show any major irregularities. The eacf indicates that there is no relationship between the residuals. Both the histrogram and the QQ plot indicate normality

> tsdiag(m1.CO2,gof=36,omit.initial=F)


The corresponding p-value for the Ljung-Box test (bottom of 3 graphs) all have p-values >5% showing that model seems to be fit well.

> shapiro.test(m1.CO2$residuals)


Shapiro-Wilk normality test

data:  m1.CO2$residuals 

W = 0.9944, p-value = 0.01687 

We do reject normality at alpha = 0.01 but the Shapiro-Wilk test suggests non-normality at alpha >0.016. The normal probability plot seems linear with some deviation at tails. While the test is clear that the residuals exactly normal, it is not clear that their difference from normality will have a strong negative effect. Possibly the second model might produce better results
Model 2

> m2.CO2=arima(CO2data$CO2_Cor,order=c(1,1,1), seasonal=list(order=c(0,1,1),period=12))

> m2.CO2

Call:

arima(x = CO2data$CO2_Cor, order = c(1, 1, 1), seasonal = list(order = c(0, 

    1, 1), period = 12))

Coefficients:

         ar1      ma1     sma1

      0.2526  -0.5943  -0.8746

s.e.  0.0984   0.0820   0.0200

sigma^2 estimated as 0.09081:  log likelihood = -147.67,  aic = 303.35

 Log likelihood higher for Model 2 & smaller AIC value so I will continue to examine it further...

> eacf(m2.CO2$residuals)
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> tsdiag(m2.CO2,gof=36,omit.initial=F)

> hist(m2.CO2$residuals,xlab='std res')

> qqnorm(m2.CO2$residuals); qqline(m2.CO2$residuals)


> shapiro.test(m2.CO2$residuals)


Shapiro-Wilk normality test

data:  m2.CO2$residuals 

W = 0.995, p-value = 0.03381

Overall, I think this model (#2) is a better fit and the best choice to model this data.  By moving to an ARIMA(1,1,1)x(0,1,1)12 model we have improved the normality of the residuals (Shapiro-Wilk) and the results for the Ljung-Box test improved ensuring that there weren’t additional residual correlations that should have been taken into account. In addition we have improved the Log likelihood and AIC stats. I think that further work we might be able to yield an even better model that would produce better results for the Shapiro-Wilk test. 
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