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Sunspots

I will be analyzing sunspots in this report.  The goal of this report is to find an ARIMA model that fits the annual number of sunspots.  In order to develop the model I will be working with annual sunspot data from 1700 – 1988 which is available at http://robjhyndman.com/tsdldata/data/sunspot.dat.  In order to test the model, I will be comparing the forecasted results to the actual numbers reported.  Data for sunspots from 1989 – 2011 are available at http://sidc.oma.be/sunspot-data. 

Data 
First, let’s start by looking at a graph of the data.
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In order to select a model we will also need to look at a graph of the autocorrelation.

[image: image2.png]Correleagram
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As you can see the autocorrelation for this data doesn’t approach zero until very large lags.  This implies that the series isn’t stationary.  In order to fit an ARIMA model though, we will need a stationary series.  Therefore we should try differencing the data.  The following graph shows the autocorrelations for the original series, the first difference, and the Lag 10 different (Wt = Yt – Yt-10).  The dashed red lines are at [image: image4.png]


 where n = 289, the number of years of data in the dataset.
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The Lag 10 difference’s autocorrelations approach zero much more quickly and stay within the significance bounds more than the other series pictured which suggests that it is stationary, so this is the series we will use to build our model.  Some of the other differences had a correlogram similar to the Lag 10 difference but I chose the Lag 10 difference because it had the smallest standard deviation (See Cell L2 on the Lag Data tab on the attached excel workbook).
Developing Models
We will look at three different models; the AR(1), AR(2), and AR(3) models.

AR(1):

Doing a regression analysis on the data results in the following descriptive statistics.

	Regression Statistics
	
	
	

	Multiple R
	0.7578
	
	
	

	R Square
	0.5743
	
	
	

	Adjusted R Square
	0.5727
	
	
	

	Standard Error
	21.5137
	
	
	

	Observations
	278
	
	
	

	
	
	
	
	

	ANOVA
	
	
	
	

	 
	df
	SS
	MS
	F

	Regression
	1
	       172,319.01 
	  172,319.01 
	  372.31 

	Residual
	276
	       127,743.41 
	         462.84 
	

	Total
	277
	       300,062.41 
	 
	 

	
	
	
	
	

	 
	Coefficients
	Standard Error
	t Stat
	P-value

	Intercept
	0.5715
	1.2932
	0.4419
	0.6589

	X Variable 1
	0.7578
	0.0393
	19.2953
	0.0000


(See the Lag 10 AR(1) tab on the attached spreadsheet)
Therefore this model has the following model:
Wt  = 0.5715 + 0.7578Wt-1
AR(2):

	Regression Statistics
	
	
	

	Multiple R
	0.8028
	
	
	

	R Square
	0.6444
	
	
	

	Adjusted R Square
	0.6418
	
	
	

	Standard Error
	19.7274
	
	
	

	Observations
	277
	
	
	

	
	
	
	
	

	ANOVA
	
	
	
	

	 
	df
	SS
	MS
	F

	Regression
	2
	       193,253.01 
	  96,626.50 
	  248.29 

	Residual
	274
	       106,633.19 
	       389.17 
	

	Total
	276
	       299,886.20 
	 
	 

	
	
	
	
	

	 
	Coefficients
	Standard Error
	t Stat
	P-value

	Intercept
	0.8218
	1.1884
	0.6915
	0.4898

	X Variable 1
	1.0651
	0.0552
	19.2937
	0.0000

	X Variable 2
	-0.4056
	0.0552
	-7.3473
	0.0000


(See the Lag 10 AR(2) tab on the attached spreadsheet)
Which leads to the following model:

Wt = 0.8218 + 1.0651Wt-1 – 0.4056Wt-2
AR(3):
	Regression Statistics
	
	
	

	Multiple R
	0.8050
	
	
	

	R Square
	0.6480
	
	
	

	Adjusted R Square
	0.6441
	
	
	

	Standard Error
	19.6897
	
	
	

	Observations
	276
	
	
	

	
	
	
	
	

	ANOVA
	
	
	
	

	 
	df
	SS
	MS
	F

	Regression
	3
	       194,100.41 
	     64,700.14 
	        166.89 

	Residual
	272
	       105,449.74 
	          387.68 
	

	Total
	275
	       299,550.15 
	 
	 

	
	
	
	
	

	 
	Coefficients
	Standard Error
	t Stat
	P-value

	Intercept
	0.9235
	1.1892
	0.7765
	0.4381

	X Variable 1
	1.0225
	0.0603
	16.9554
	0.0000

	X Variable 2
	-0.2948
	0.0846
	-3.4835
	0.0006

	X Variable 3
	-0.1037
	0.0603
	-1.7210
	0.0864


(See the Lag 10 AR(3) tab on the attached spreadsheet)
Which leads to the following model:

Wt = 0.9235 + 1.0225Wt-1 – 0.2948Wt-2 – 0.1037Wt-3

Model Selection
In order to decide on a model we will look at the R squared value, the Durbin Watson statistic, and the 2 lag Box – Pierce statistic for each model.

	Model
	R2
	Durbin-Watson
	Box-Pierce
	P value

	AR(1)
	0.5743
	1.3846
	26.2733
	0.0000

	AR(2)
	0.6444
	2.0845
	2.1261
	0.1448

	AR(3)
	0.6480
	1.9948
	0.3818
	0.9511


The R squared statistic tells us how much of the variance is accounted for by the variables in the model.  Going from the AR(1) model to the AR(2) model adds a little bit of additional explanatory power but going to the AR(3) model adds a negligible amount.

The Durbin-Watson statistic measures the serial correlation in the model.  A value of 2 indicates that there is no serial correlation, which is what we are aiming for in our model.  The Durbin-Watson statistic for the AR(2) and AR(3) models are both very close to 2.
The P value shows the probability that a white noise process has a Box-Pierce statistic at least as high as the one calculated for the model.  If we set the significance level at 10% we can see that we would reject the null hypothesis that the process is white noise for the AR(1) model but not for the AR(2) and AR(3) models.
Taking all of this into account I think the AR(2) model is the best model to use.
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We will now use the model to forecast the number of sunspots for years 1989 – 2011.  The above chart shows the one year forecast (labeled forecast) and the “Pure Forecast” which uses only the original values up to 1988 and isn’t updated for any of the actual values in the forecast period.  Both forecasts track the actual values fairly close except for the time period from 1999 – 2001 and from 2007 and subsequent.  

Conclusion

The model seems to predict future sunspots with reasonable accuracy.  I’m especially surprised at how well the pure forecast worked since it is predicting 23 years into the future without any input from the actual values in that time period. 
