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Time Series Project 

Fall 2011

After recently moving to Philadelphia, I thought I could use this project to become familiar with the city's monthly temperatures.  For this project I focused on daily high temperatures and consolidated them into monthly averages. I then looked at several time series modelling techniques to analysis the data which I will discuss.    Please refer to my attached spreadsheet as I will refer to several sheets throughout this paper.  
Section 1: Data Source

 I received historical Philadelphia temperatures through The Franklin Institute, "Resources for Science Learning," website at http://www.fi.edu/weather/data2/index.html. The data output can also be found in the "Web Data" tab in my excel file. I then created a pivot table so that the data is compressed into a helpful tool where it's easier to see the daily high's for each month from 1874 to 1999. 

After using this historical data and analysing it using several statistical techniques, I will see how useful and appropriate those techniques are in trying to forecast future temperatures.  I will compare the forecasted temperatures using these techniques with the actual temperatures in 2010 and 2011. The 2010 and 2011 Philadelphia average monthly temperatures came from Wunderground at http://www.wunderground.com/history/airport/KPNE/2011/1/9/MonthlyHistory.html?req_city=NA&req_state=NA&req_statename=NA.  These averages can also be seen in column C in the "RecentTemps" tab in the attached excel file. 
Section 2: Seasonality

As expected, the data portrays strong seasonal traits, as each year has high temperatures June through August, and low temperatures November through February. The graph below shows the average monthly temperatures from 1874 to 1999:
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As you can see, the average temperature peaks around 85 degrees in months July and August, and reaches a low of 40 degrees in December, January, and February.  This can also be seen in the elongated graph below where I show the average temperatures for all years:
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The similar "up and down" movement for each year represents a seasonal pattern, with a mean of 63.11 degrees.  Both of these graphs and the corresponding calculations can also be found under the "Avg Temp" tab in the attached excel file.
Section 3: Sample Autocorrelation
I then calculated the sample autocorrelation of the original data (no seasonality adjustments yet) in tab "AutoCorr".  The sample correlogram can be seen below:
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Seasonality can be verified by seeing the highest peak at lags 12, 24, 36, etc, and lowest points at lags 6, 18, 30, etc. This can be seen in more detail in the magnified graph below:
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Section 4: Seasonality Adjustments

I was worried that the seasonality could cause some problems with my later models, so I created a "Seasonality Adjustment Temperature," where I divided the original monthly average by their corresponding "adjustment factor."  I calculated the 12 factors by taking the month's average temperature and dividing it by the mean temperature of 63.11.  This can be seen in columns H:J in the "Seasonality" tab. The graph below shows these adjustment factors.  Obviously the hotter months are above 1.0 where as the colder months are below 1.0.
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The seasonality adjustments are graphed as:
[image: image6.emf]45.00 

50.00 

55.00 

60.00 

65.00 

70.00 

75.00 

80.00 

85.00 

1

-

1874

1

-

1880

1

-

1886

1

-

1892

1

-

1898

1

-

1904

1

-

1910

1

-

1916

1

-

1922

1

-

1928

1

-

1934

1

-

1940

1

-

1946

1

-

1952

1

-

1958

1

-

1964

1

-

1970

1

-

1976

1

-

1982

1

-

1988

1

-

1994

Temperature

Date

Seasonality Adjusted Monthly Temperature


Again, the calculation for the seasonality adjustment temperatures and the graph can also be seen in the "Seasonality" tab.

In addition, I calculated the autocorrelation of the now seasonality adjustment temperatures. The calculation and the graph for this can be found in the "Seas_Adj_AC" tab.
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Here, we can determine this as a non-stationary series since there are several long spikes in the data in addition to the fact that the autocorrelation doesn’t approach zero quickly (until lag 37). Therefore we must take a few different approaches such as taking the first difference or other ARIMA models.
Section 5: First Difference


I took the first difference of the seasonality adjusted temperatures in order to see if that resembled more of a stationary model.  As we can see from the graphs below, the autocorrelation approaches zero much faster (lag 4), however we still see several, if not more, jolts in the data's autocorrelation for the first differences.
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Section 6: AR(1)

I now turn to autoregressive models. My primary goal is to look at the Box-Pierce Q and the Durbin-Watson statistics in order to determine if these models are stationary. In the "AR(1)" tab, I used the seasonality adjusted temperatures as the variable term (X), and Y=Xt-1 . Next I need to calculate a Y-hat which is equal aX+b.  In order to calculate "a" and "b" I want to minimize the sum of the residuals (Y-hat - Yactual) squared.  Excel's Solver is a great tool in order to do this. So in the "AR(1)" tab, I had excel come up with an "a" and a "b" in cells E1:E2 by minimizing cell G3 and it came out with an equation 

Y = .2429X +47.73. 

I first calculated the Durbin-Watson (DW) statistic before calculating the Box-Pierce Q statistic.  The DW statistic is used to determine if the variation in the residuals is due to a white noise. The DW statistic is the sum of the difference in residuals squared divided by the sum of the residuals squared. My calculation are shown on the "AR(1)" tab.  The DW statistic came out to be 1.999, very close to 2, therefore we can determine that there is no serial correlation in the residuals.

In addition, in the same tab, I calculated the Box-Pierce Q statistic in order to determine if the null hypothesis of the residuals are the result of a white noise process can be rejected.  The Box-Pierce Q statistic tests multiple autocorrelation coefficient for significance and if the statistic is greater than its respective chi-squared critical value, than we can conclude that at least one of the autocorrelation coefficient is not zero.  I added the Box-Pierce Q statistics for the first 30 lags and came out with a sum of 20.16 which is less than the corresponding chi-squared critical value of 39.09. Therefore, I cannot reject the null that the residuals are due to white noise. 
Section 7: AR(2)


I did a very similar process in the AR(2) model as what I did for the AR(1) model where I had X1 = Yt-1 and X2 = Yt-2 with X1 being the seasonality adjusted temperatures. Again, I used the Solver add-in to minimize the residuals and Excel calculated an equation of:

Y=0.0465 X1-0.1157 X2+67.54

This can be found in the "AR(2)" tab in the attached excel file.  Similar to the AR(1) model, I calculated the DW statistic and Bow-Pierce Q. The DW statistic is now 1.523, which is further away from 2 therefore there is proof of serial correlation in the residuals.  In addition, the Q statistic is over 37,000 which is way above the critical value of 39.09. Since the results are getting worse as we are adding more variables, there is not point to continuing in making more complex models.  
Section 8: Forecasting


Lastly, I wanted to see how these two AR models compare to actual occurrences.  As stated in Section 1, I gathered actual temperatures for 2010 and 2011. I then forecasted temperatures using both AR(1) and AR(2) models discussed earlier. This is shown in the tab, "RecentTemps."  Based on the graph, the AR models are not a good fit for the actual experiences.  The results are shown as:
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Section 9: Conclusion

Based on the data and the calculated models, we can obviously say there is strong seasonality.  We can also state that the first differences is no better than the seasonality adjusted temperatures as we saw the same, if not more, spikes in the autocorrelation.  Lastly, AR(1) and AR(2) models are not good models to forecast future Philadelphia temperatures. However, as stated earlier, AR(1) model is the better fit by examining the DW statistic and Box-Pierce Q, in addition to being the less complex model.
