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Introduction:
The purpose of this analysis is to model the Australian production of iron.  We will use data from 1956 to Aug. 1995.  Data for this analysis was obtained from this site (http://robjhyndman.com/).  The data values are in 1,000s of tons for each month in the data range.

Model Selection:
The first step taken in fitting a model to the data was to graphically plot the data to get a feel for what the data looks like.  In order to be able to have data to test the fit of the model, only 1956 – 1993 was used in selecting and fitting the model.  This resulted in the following graph:
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The first thing that was observed from the data is an upward trend over time, so this series is not stationary.  In order to create a stationary model, the trend will need to be removed so that the mean is stable over time.  In order to remove this trend, a first difference was taken of the data.  The first difference was graphed and the results are shown below:
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The upward trend is no long apparent in the data, so next the autocorrelation was observed to see if any of the lags were correlated.
The autocorrelation of the 1st difference:
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There appears to be significant spikes in the autocorrelation at regular intervals.  In order to take a closer look at these high correlations, a graph was created to show the earlier lags, so that the information is easier to view:
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From this graph, we can see that the autocorrelation of the 12th and 24th  and 36th lags are significant.  This indicates that the model has seasonality.  In order to remove this seasonality, a 12th difference was taken after the 1st difference and this resulted in the following data:
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And Autocorrelations:
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From the time series plots and differences that were taken, and the autocorrelations, it appears that an ARIMA(p,1,q)*(P,1,Q)12 model is an appropriate model for this data.

Fitting Parameters:

While fitting the parameters, 2 years of data were excluded to be used to test the model.  The first step in fitting the parameters was to use SAS to calculate the Akaike Information Criterion (AIC) which can be used to test how well a given model fits the data.  The AIC was calculated for several different models of the form ARIMA(p,1,q)*(P,1,Q)12 with various values for the p’s and q’s.  The resulting AIC values are shown in the table below:
	(1,1,0)
	
	MA
	
	
	

	
	
	0
	1
	2
	3

	AR
	0
	4590.446
	4581.056
	4589.811
	4592.211

	
	1
	4583.04
	4545.278
	4578.685
	4583.526

	
	2
	4590.627
	4580.666
	4565.975
	4592.022

	
	3
	4592.233
	4581.181
	4591.008
	4563.478

	
	
	
	
	
	

	
	
	
	
	
	

	(0,1,1)
	
	MA
	
	
	

	
	
	0
	1
	2
	3

	AR
	0
	4469.591
	4456.8
	4467.76
	4470.925

	
	1
	4459.992
	4435.249
	4452.822
	4459.336

	
	2
	4468.76
	4455.238
	4463.162
	4469.478

	
	3
	4470.99
	4455.664
	4468.252
	4595.232

	
	
	
	
	
	

	(1,1,1)
	
	MA
	
	
	

	
	
	0
	1
	2
	3

	
	0
	4471.363
	4458.054
	4469.502
	4472.753

	
	1
	4461.422
	4437.074
	4453.976
	4460.921

	
	2
	4470.504
	4456.422
	4464.873
	4471.301

	
	3
	4472.811
	4457.067
	4470.071
	4472.95


Based on the AIC, the optimal model would be ARIMA(1,1,1)*(0,1,1) 12.  The next best model by the AIC would be the ARIMA(1,1,1)*(1,1,1) 12 but since this has more parameters and the AIC indicates that the other model is better the ARIMA(1,1,1)*(0,1,1)12 model will be used.
Next SAS was used to fit the data to an ARIMA(1,1,1)*(0,1,1) 12 model which resulted in the following parameters:

	Parameter
	Value

	φ
	0.633851

	Θ
	0.885324

	θ
	0.928241


To make sure that the model is fitting the data appropriately, the residuals were calculated and graphed to see if they approximate a normal distribution.  The residuals are graphed below:
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This appears to be pretty close to a normal distribution even though it is skewed a little to the right.  So it appears that the model is fairly reasonable based on the residuals.
Forecast/Model Testing:

Using the model to predict the next 1.5 years that were excluded from the fitting process results in the following graph:
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This appears to be a reasonable forecast for the two years that were not used in the fitting process, so the model appears to be doing a good job of forecasting the data.

Conclusion:

In conclusion, the ARIMA model proposed in this paper is a good approximation of the actual data and is likely to be a good model of future data.  The included Excel file contains the data tables and results used in this analysis.
