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Introduction:

This project attempts to determine the relationship the mileage driven on a vehicle and its impact of resale value as measured by used car prices. Intuitively, for two vehicles that are identical with the exception of mileage, the vehicle with more miles driven will have a lower intrinsic value. The question this analysis will hope to answer is how much of an impact an additional mile driven will have, and whether there are other considerations to determining the value of a used car.
Data:
A data sample of 804 used 2005 GM vehicles collected from Kelly Blue Book was used for this analysis. The data was obtained from the following website:

http://www.amstat.org/publications/jse/jse_data_archive.htm
The data contains the following variables:

	Field
	Description
	Values

	Price
	Suggested Retail Price
	Numeric (Dollars)

	Mileage
	Number of miles driven
	Numeric (Miles)

	Make
	Manufacturer of car
	Alpha (e.g. Chevrolet, Cadillac)

	Model
	Specific model of car
	Alpha (e.g. Cobalt, Aveo)

	Trim
	Specific type of car model
	Alpha

	Type
	Body type
	Alpha (e.g. Sedan, Coupe)

	Cylinder
	Number of cylinders in the engine
	Numeric (4, 6, or 8)

	Liter
	Engine Size
	Numeric (Liters)

	Doors
	Number of Doors
	Numeric (2 or 4)

	Cruise
	Cruise Control
	Boolean (1 = True)

	Sound
	Enhanced Sound System
	Boolean (1 = True)

	Leather
	Leather Interior
	Boolean (1 = True)


Since the analysis was done using the regression functionality of the Analysis tool pack in MS Excel, it is necessary to turn Alpha variables into indicator variables. Variables such as Make and Model are polytomous, requiring multiple dummy variables. Due to the 16 variable limitation of Excel’s regression function, model and trim have been excluded from the analysis.
For Make and Type, Chevrolet and Sedan were chosen as base values, respectively. These were selected as they are the most prevalent in the data.

Regression Analysis:

Full Model:

The analysis begins with the full model, assuming that the polytomous variables Make and Type have additive effects so that the dummy variables can simply easily created. The number of doors variable was also converted to a dummy variable, with 1 indicating 4 doors. This adjustment was made in consideration of the fact that number of doors is not truly a numeric variable in that all vehicles in the sample had either 2 or 4 doors. Price is the response variable.
The results for this full model are as follows:
	Regression Statistics
	
	
	

	Multiple R
	0.967671946
	
	
	

	R Square
	0.936388995
	
	
	

	Adjusted R Square
	0.93390909
	
	
	

	Standard Error
	2516.697389
	
	
	

	Observations
	804
	
	
	

	
	
	
	
	

	ANOVA
	
	
	
	

	 
	df
	SS
	MS
	F

	Regression
	16
	73470375452
	4591898466
	773.319574

	Residual
	788
	4991007409
	6333765.748
	

	Total
	804
	78461382861
	 
	 

	
	
	
	
	

	 
	Coefficients
	Standard Error
	t Stat
	P-value

	Intercept
	21,043
	9.07E+02
	2.32E+01
	4.03E-91

	Mileage
	-0.185
	1.09E-02
	-1.70E+01
	2.04E-55

	Cylinder
	-1,226
	3.16E+02
	-3.88E+00
	1.14E-04

	Liter
	5,761
	3.54E+02
	1.63E+01
	1.95E-51

	4Door
	-12,353
	4.11E+02
	-3.01E+01
	4.79E-133

	Cruise
	111
	2.57E+02
	4.33E-01
	0.665

	Sound
	296
	2.03E+02
	1.45E+00
	0.146

	Leather
	234
	2.19E+02
	1.07E+00
	0.285

	Buick
	1,748
	3.60E+02
	4.85E+00
	1.47E-06

	Cadillac
	17,608
	4.68E+02
	3.76E+01
	3.99E-178

	Saturn
	512
	3.81E+02
	1.34E+00
	0.179

	Pontiac
	-145
	2.87E+02
	-5.05E-01
	0.614

	SAAB
	12,286
	3.72E+02
	3.30E+01
	9.77E-151

	Coupe
	-12,023
	4.73E+02
	-2.54E+01
	1.83E-104

	Hatchback
	-29
	3.97E+02
	-7.27E-02
	0.942

	Wagon
	4,069
	3.87E+02
	1.05E+01
	2.92E-24

	Convertible
	0.000
	0.00E+00
	6.55E+04
	#NUM!


Note that the dummy variable for “Convertible” must have perfect collinearity with some combination of other variables as the coefficient is 0 and the P-value generates a #Num! error, which will be explored further later.

While the initial model has a very high Adjusted R2 of 93.4%, a look at the residuals of the regression suggests some further improvement. A quantile comparison plot of the standardized residuals against the standard normal distribution is shown below:
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The plot above shows that the residuals in the upper tail lie above the normal quantiles and that the residuals in the lower tail lie below the normal quantile. This can be interpreted as a heavy-tailed distribution, which we will attempt to remedy by transforming the response variable “Price”, as normality of error terms is a key assumption of the linear regression model. 
Log Model:

The regression is repeated by transforming the response variable “Price”. The natural logarithm was selected to remedy the heavy tails of the residuals. Results are shown below.

	Regression Statistics
	
	
	

	Multiple R
	0.975897402
	
	
	

	R Square
	0.95237574
	
	
	

	Adjusted R Square
	0.950200151
	
	
	

	Standard Error
	0.090346377
	
	
	

	Observations
	804
	
	
	

	
	
	
	
	

	ANOVA
	
	
	
	

	 
	df
	SS
	MS
	F

	Regression
	16
	128.62571
	8.039106847
	1050.545914

	Residual
	788
	6.4320247
	0.008162468
	

	Total
	804
	135.05773
	 
	 

	
	
	
	
	

	 
	Coefficients
	Standard Error
	t Stat
	P-value

	Intercept
	9.5212
	0.0325704
	292.32808
	0.00E+00

	Mileage
	-0.000008
	3.905E-07
	-21.09416
	1.18E-78

	Cylinder
	-0.0282
	0.0113525
	-2.48264
	1.32E-02

	Liter
	0.2505
	0.0127261
	19.68666
	1.77E-70

	4Door
	-0.3286
	0.0147372
	-22.29703
	9.15E-86

	Cruise
	0.0186
	0.0092147
	2.01918
	4.38E-02

	Sound
	0.0107
	0.0072966
	1.46012
	1.45E-01

	Leather
	0.0119
	0.0078607
	1.51499
	1.30E-01

	Buick
	0.1299
	0.0129319
	10.04340
	2.05E-22

	Cadillac
	0.5921
	0.0168017
	35.23910
	4.52E-164

	Saturn
	0.0291
	0.0136699
	2.13028
	3.35E-02

	Pontiac
	0.0351
	0.0102882
	3.41472
	6.71E-04

	SAAB
	0.6716
	0.0133606
	50.26616
	4.89E-248

	Coupe
	-0.3242
	0.0169908
	-19.07886
	5.26E-67

	Hatchback
	-0.0304
	0.0142406
	-2.13707
	3.29E-02

	Wagon
	0.1600
	0.0139001
	11.50983
	1.91E-28

	Convertible
	0.0000
	0
	65535.00000
	#NUM!
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The Adjusted R2 has increased to 95.0% and the quantile comparison plot shows a much better match against the normal distribution. 
There is still the issue of the dummy variable “Convertible” showing perfect collinearity with other variables. It appears counter-intuitive that having 4 doors would negatively impact price, since generally, more doors would seem to be preferred by buyers. Upon inspection of the data, it was determined that Number of Doors, which is either 2 or 4, can be fully determined by the vehicle type. If the vehicle is a coupe or convertible, the vehicle will has 2 doors and 4 doors for all other vehicle types. The higher model values of coupes and convertibles help explain the negative coefficient for the 4door indicator variable.
Model 2:

The next model removes the indicator variable for 4doors.

	Regression Statistics
	
	
	

	Multiple R
	0.975897402
	
	
	

	R Square
	0.95237574
	
	
	

	Adjusted R Square
	0.951469186
	
	
	

	Standard Error
	0.090346377
	
	
	

	Observations
	804
	
	
	

	
	
	
	
	

	ANOVA
	
	
	
	

	 
	df
	SS
	MS
	F

	Regression
	15
	128.6257096
	8.575047304
	1050.545914

	Residual
	788
	6.432024708
	0.008162468
	

	Total
	803
	135.0577343
	 
	 

	
	
	
	
	

	 
	Coefficients
	Standard Error
	t Stat
	P-value

	Intercept
	9.1926
	2.82E-02
	3.26E+02
	0.00E+00

	Mileage
	-0.000008
	3.91E-07
	-2.11E+01
	1.18E-78

	Cylinder
	-0.0282
	1.14E-02
	-2.48E+00
	1.32E-02

	Liter
	0.2505
	1.27E-02
	1.97E+01
	1.77E-70

	Cruise
	0.0186
	9.21E-03
	2.02E+00
	4.38E-02

	Sound
	0.0107
	7.30E-03
	1.46E+00
	1.45E-01

	Leather
	0.0119
	7.86E-03
	1.51E+00
	1.30E-01

	Buick
	0.1299
	1.29E-02
	1.00E+01
	2.05E-22

	Cadillac
	0.5921
	1.68E-02
	3.52E+01
	4.52E-164

	Saturn
	0.0291
	1.37E-02
	2.13E+00
	3.35E-02

	Pontiac
	0.0351
	1.03E-02
	3.41E+00
	6.71E-04

	SAAB
	0.6716
	1.34E-02
	5.03E+01
	4.89E-248

	Coupe
	0.0044
	9.60E-03
	4.62E-01
	6.44E-01

	Hatchback
	-0.0304
	1.42E-02
	-2.14E+00
	3.29E-02

	Wagon
	0.1600
	1.39E-02
	1.15E+01
	1.91E-28

	Convertible
	0.3286
	1.47E-02
	2.23E+01
	9.15E-86


The Adjusted R2 has improved further to 95.1%, since the error remains the same while the degrees of freedom have been reduced. 

An examination of the coefficients for Cylinder and Liter seems counter intuitive. Both are a measure of engine size and engine size is expected to have a positive impact on price, but cylinder shows a negative impact. 
The following correlation table helps explain these results
	
	Mileage
	Cylinder
	Liter
	4Door
	Cruise
	Sound

	Mileage
	
	
	
	
	
	

	Cylinder
	-0.03
	
	
	
	
	

	Liter
	-0.02
	0.96
	
	
	
	

	4Door
	-0.02
	0.00
	-0.08
	
	
	

	Cruise
	0.03
	0.35
	0.38
	-0.05
	
	

	Sound
	-0.03
	-0.09
	-0.07
	-0.06
	-0.09
	

	Leather
	0.00
	0.08
	0.09
	-0.06
	-0.07
	0.17


The high correlation of Cylinder and Liter suggests that one of these variables can be removed without affecting the explanatory power of the model significantly.

	Excluding Cylinder
	Model 3
	Excluding Liter
	Model 4

	Regression Statistics
	Regression Statistics

	Multiple R
	0.9757065
	Multiple R
	0.9638218

	R Square
	0.9520032
	R Square
	0.9289525

	Adjusted R Square
	0.9511516
	Adjusted R Square
	0.9276919

	Standard Error
	0.0906415
	Standard Error
	0.1102797

	Observations
	804
	Observations
	804


A comparison of two models, one with Cylinder removed, and the other with Liter removed shows that Liter is a better candidate for inclusion in the final model with Adjusted R2 of 95.1% compared to 92.8%. The adjusted R2 of the model excluding Cylinder is also very close to the adjusted R2 of the model including both Cylinder and Liter (95.12% compared to 95.15%)
The coefficients, standard errors, t-stats, and p-values of the model excluding Cylinder is shown below.
	 
	Coefficients
	Standard Error
	t Stat
	P-value

	Intercept
	9.14E+00
	1.67E-02
	5.46E+02
	0.00E+00

	Mileage
	-8.23E-06
	3.92E-07
	-2.10E+01
	3.13E-78

	Liter
	2.21E-01
	3.96E-03
	5.56E+01
	2.42E-275

	Cruise
	1.73E-02
	9.23E-03
	1.88E+00
	0.061

	Sound
	1.20E-02
	7.30E-03
	1.65E+00
	0.100

	Leather
	1.44E-02
	7.82E-03
	1.84E+00
	0.066

	Buick
	1.27E-01
	1.29E-02
	9.81E+00
	1.66E-21

	Cadillac
	5.67E-01
	1.35E-02
	4.19E+01
	1.00E-202

	Saturn
	3.07E-02
	1.37E-02
	2.24E+00
	2.55E-02

	Pontiac
	2.97E-02
	1.01E-02
	2.94E+00
	3.33E-03

	SAAB
	6.78E-01
	1.32E-02
	5.15E+01
	1.18E-254

	Coupe
	9.43E-03
	9.41E-03
	1.00E+00
	0.317

	Hatchback
	-4.11E-02
	1.36E-02
	-3.01E+00
	2.65E-03

	Wagon
	1.64E-01
	1.39E-02
	1.18E+01
	8.41E-30

	Convertible
	3.27E-01
	1.48E-02
	2.21E+01
	8.73E-85


Cruise, Sound, Leather, and Coupe have P-values in excess of 5% making these variables candidates for exclusion from the model.
Model 5:
	Regression Statistics
	
	
	

	Multiple R
	0.9753475
	
	
	

	R Square
	0.9513028
	
	
	

	Adjusted R Square
	0.9506887
	
	
	

	Standard Error
	0.09107
	
	
	

	Observations
	804
	
	
	

	
	
	
	
	

	ANOVA
	
	
	
	

	 
	df
	SS
	MS
	F

	Regression
	10
	128.4808
	12.84808
	1549.1302

	Residual
	793
	6.576934
	0.0082937
	

	Total
	803
	135.05773
	 
	 

	
	
	
	
	

	 
	Coefficients
	Standard Error
	t Stat
	P-value

	Intercept
	9.16E+00
	1.43E-02
	6.39E+02
	0.000

	Mileage
	-8.22E-06
	3.93E-07
	-2.09E+01
	1.27E-77

	Liter
	2.24E-01
	3.67E-03
	6.08E+01
	6.00E-301

	Buick
	1.20E-01
	1.20E-02
	1.00E+01
	2.97E-22

	Cadillac
	5.65E-01
	1.28E-02
	4.42E+01
	4.51E-216

	Saturn
	1.95E-02
	1.32E-02
	1.48E+00
	0.140

	Pontiac
	2.49E-02
	9.89E-03
	2.52E+00
	0.012

	SAAB
	6.82E-01
	1.20E-02
	5.69E+01
	4.97E-282

	Hatchback
	-4.80E-02
	1.31E-02
	-3.65E+00
	2.76E-04

	Wagon
	1.58E-01
	1.37E-02
	1.15E+01
	1.34E-28

	Convertible
	3.23E-01
	1.48E-02
	2.19E+01
	2.43E-83


With the exclusion of high P-value variables, the adjusted R2 of the new model remains almost unchanged at 95.1%. The F-statistic for testing the hypothesis that Cruise, Sound, Leather, and Coupe have 0 coefficients is (804-14-1)/4 x (.9520032-.9513028)/(1-.9520032) = 2.88 for a P-value of 0.022. This would suggest rejection of the null hypothesis at the 5% significance level and acceptance at the 1% significance level. 
The Dummy Variable for Saturn now has a P-Value in excess of 5% so it will be excluded from the next iteration.

Model 6:
	Regression Statistics
	
	
	

	Multiple R
	0.975278859
	
	
	

	R Square
	0.951168853
	
	
	

	Adjusted R Square
	0.950615351
	
	
	

	Standard Error
	0.091137674
	
	
	

	Observations
	804
	
	
	

	
	
	
	
	

	ANOVA
	
	
	
	

	 
	df
	SS
	MS
	F

	Regression
	9
	128.46271
	14.273634
	1718.4571

	Residual
	794
	6.5950241
	0.0083061
	

	Total
	803
	135.05773
	 
	 

	
	
	
	
	

	 
	Coefficients
	Standard Error
	t Stat
	P-value

	Intercept
	9.17E+00
	1.38E-02
	6.66E+02
	0.00

	Mileage
	-8.21E-06
	3.94E-07
	-2.09E+01
	2.10E-77

	Liter
	2.23E-01
	3.63E-03
	6.14E+01
	1.17E-303

	Buick
	1.17E-01
	1.18E-02
	9.88E+00
	8.29E-22

	Cadillac
	5.63E-01
	1.27E-02
	4.43E+01
	9.36E-217

	Pontiac
	2.19E-02
	9.68E-03
	2.26E+00
	0.02

	SAAB
	6.78E-01
	1.17E-02
	5.79E+01
	1.97E-287

	Hatchback
	-5.19E-02
	1.29E-02
	-4.03E+00
	6.06E-05

	Wagon
	1.57E-01
	1.37E-02
	1.15E+01
	2.38E-28

	Convertible
	3.22E-01
	1.48E-02
	2.18E+01
	4.10E-83


Again, the adjusted R2 is almost unchanged, at 95.1%. The F-statistic for testing whether Saturn has a 0 coefficient is 2.18, corresponding to a P-Value of 14%. Thus, the null hypothesis should be accepted.

By proceeding to remove the least significant variable at each iteration, the following results were obtained.
	
	Variable Removed
	Adjusted R2
	F-Statistic
	P-Value

	Model 6
	Base
	0.951169
	
	

	Model 7
	Pontiac
	0.950855
	5.103
	2.4%

	Model 8
	Hatchback
	0.949582
	20.585
	0.001%


Based on these results, Model 7 is chosen as the most suitable model. 

Model 7:

	Regression Statistics
	
	
	

	Multiple R
	0.975117956
	
	
	

	R Square
	0.950855029
	
	
	

	Adjusted R Square
	0.950360488
	
	
	

	Standard Error
	0.091372542
	
	
	

	Observations
	804
	
	
	

	
	
	
	
	

	ANOVA
	
	
	
	

	 
	df
	SS
	MS
	F

	Regression
	8
	128.420326
	16.05254072
	1922.7037

	Residual
	795
	6.6374085
	0.008348942
	

	Total
	803
	135.057734
	 
	 

	
	
	
	
	

	 
	Coefficients
	Standard Error
	t Stat
	P-value

	Intercept
	9.1703
	0.0138
	664.6054
	0.00E+00

	Mileage
	-0.000008
	0.0000
	-20.8851
	1.47E-77

	Liter
	0.2246
	0.0035
	63.5658
	0.00E+00

	Buick
	0.1091
	0.0113
	9.6180
	8.63E-21

	Cadillac
	0.5542
	0.0121
	45.7979
	3.67E-225

	SAAB
	0.6702
	0.0113
	59.5381
	3.14E-295

	Hatchback
	-0.0575
	0.0127
	-4.5371
	6.58E-06

	Wagon
	0.1669
	0.0131
	12.7750
	3.98E-34

	Convertible
	0.3215
	0.0148
	21.7263
	1.60E-82


The final regression equation is as follows:

Ln(Y) = 9.17 – 0.00824*Mileage/1000 + .225*Liter + .109*Buick + .554*Cadillac + .670*SAAB – 0.057*Hatchback + .167*Wagon + .322*Convertible
The model significantly reduces the number of explanatory variables while maintaining close to the same level of explanatory power as the original full log model.
Conclusion:

To answer the question of how much impact an additional mile driven will have on the value of a vehicle, the impact is exp(-0.00824*1/1000)  or .999992. For a vehicle price of $15,000, this amounts to roughly 12 cents per mile. However, for a vehicle price of $30,000, the impact is about 24 cents per mile. The implication of the logarithmic model is that the value of a car depreciates as a proportion of its original price with miles driven. This seems to be a more appropriate conclusion than the linear model, which would imply that an extra mile driven on a Porshe would depreciate the value by the same amount as an extra mile driven on a Honda Civic.
In attempting to explain the significance of the other variables, it is the belief of the author that Liter, Make, and Type are acting somewhat as proxies of the new retail price of the vehicle. In light of the nature of the model, further studies may look at retained value of used vehicles as a percentage of new retail prices as the response variable, thereby normalizing the differing nominal values expected for vehicles of differing makes and models.
