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VEE – Time Series Analysis

Course Section Spring 2008

Winter 2012

FASTEST MARATHON TIMES IN THE WORLD ANNUALLY

Introduction

For this project we observe the fastest time in the world run each year at the Marathon distance.  Specifically, we’re looking at men’s times from years 1924 through 2011.  Note that the series is not the progression of the Marathon World Record over time, but the fastest time recorded at the Marathon distance for each individual year.  One might also be interested in tracking the World Record over time, but for this project I preferred to investigate a series in which both upward and downward movements existed, and where we expect movement each year.
The Data

The source data comes from http://www.aimsworldrunning.org/statistics/Fastest_Marathons_run_each_year.html and is located in its entirety on the ‘raw data’ tab of the accompanying spreadsheet.  Further, all times have been converted to seconds for ease of calculation and consistency.  A cursory review of the data set reveals a missing value for year 1971.  I was unable to locate this value after much searching so I decided to use a “dummy”, which I value obtained via linear interpolation of the two surrounding points (keeping in mind that we have a sufficient number of data points that this is unlikely to have measurable effects on our overall results).
Analysis
The first thing I wanted to do was see a graph of my data before beginning any analysis.  The graph of the raw data set is shown below:
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The graph is shown with vertical axis beginning at 7,200 seconds (a time of 2:00:00) to easier see how the series moves.  The first thing we notice is clear downward trend over the years as runners have become faster.  Notice the sizeable drop from around 1949 to 1965.  It seems that a lot of progress was made in the world of marathon running during these years.  It also appears that the times are more erratic before this drop and the variability is smaller afterwards.  These characteristics of our data set could pose challenges to obtaining a well-fit model.
As a longtime runner, I suspected we may see seasonality in this data corresponding to Olympic years (multiples of four) as elite runners often systematically train to peak for the Olympics.  This would manifest itself in the above chart via local “valleys” every four years.  To the naked eye, this does not appear to be the case, but let’s deseasonalize the data to compare.  Using the techniques described on pp. 482-484 of Pindyck and Rubinfeld, I calculated seasonal indices, adjusting for a 4-year cycle for our data.  I then “normalized” these indices by multiplying each by the same constant needed so that they sum to four.  See tab ‘deseasonalize’ of the attached spreadsheet for the calculations of the seasonal indices and the adjusted data.  The chart below shows the normalized seasonal indices for our data and the corresponding graph shows the original data series plotted with the deseasonlized data.
	
	
	normalized

	
	seasonal
	seasonal

	
	index
	index

	1
	1.001759
	1.0007638

	2
	1.001973
	1.0009785

	3
	1.001421
	1.0004269

	4
	0.998823
	0.9978307
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My suspicions of seasonality are proven to be wrong:  The seasonal indices are all extremely close to one and, thus, there is little difference between our original data and the adjusted data.  This indicates that our data does not show the 4-year cycle I had expected to see.  Consequently, here we abandon the idea of working with seasonal data and proceed with our original data series.  This was still a valuable exercise, though, in that now I can be sure my data set does not exhibit seasonal characteristics.

Now that I know I won’t be applying a seasonal smoothing factor to the data, I will hold out the last few data points in the series for use later in diagnostic testing of my final model.  Since I don’t want these values to influence my model selection, I will only use data from 1928 through 2005 from this point forward until it comes time to test the model for predictive capability.

Turning back to our data set, we need to first check whether we have a stationary time series before attempting to fit a model.  We will do so by examining a graph of the Sample Autocorrelation Function (SACF).  The attached spreadsheet, tab ‘data tab’, shows the calculations for the values of the SACF, which is displayed below.
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For a stationary time series, we expect to see the autocorrelation function drop quickly to zero and continue to hover around zero beginning at a relatively small lag.  The above correlogram does not quickly drop to zero and does not have the desirable property of oscillating actively around zero.  This is strong evidence that the time series is not stationary.  We will address this concern by taking first differences and reexamining the resulting series.  Below is the graph of our first-differenced series and the corresponding correlogram (see ‘data tab’ for these calculations).
[image: image4.png]first-differenced series
400

300 4 1

200 } ¥

100
o I

6 49/52165 58 67

100 1 |A] 1/10/13\1610 083

200 1
-300

-400

-500
lag





[image: image5.png]correlogram - first differences

0.3

0.2
0.1 +

0.1

0.2

A I
Vl WANSAN Vi S ADAAA
4 7\ 013 16 J“ 4 67 70 73 76 79

03

0.4

0.5

lag





This correlogram looks much better.  The first-differenced series is definitely oscillating around zero rapidly and settles around zero fairly well (notice the much smaller scale on the vertical axis here compared to our earlier correlogram).  Now that we’ve obtained a stationary time series, we can continue with fitting various models and evaluate the fit of each.
Model Selection
I chose to fit three models to the data (AR(1), AR(2), and AR(3)) and compare the results of each (the calculations are performed in the accompanying excel spreadsheet on the respective tabs).  Using the Regression add-in feature within MS Excel, I constructed the three models and calculated several statistics in order to aid in model selection.  Summarized results are as follows:
AR(1) Model:
Y(t) = -25.8234 + -0.3942Y(t-1)

AR(2) Model:
Y(t) = -27.7034 + -0.3475Y(t-1) + -0.0184Y(t-2)

AR(3) Model:
Y(t) = -35.2480 + -0.3412Y(t-1) + -0.1496Y(t-2) + -0.2570Y(t-3)

First we notice that the coefficients in all of our models have absolute value <1 and that for each of the models, the sum of the coefficients also has absolute value <1.  This a good sign.  If this were not the case, we would need to go back and take second differences, concluding that our current time series is not stationary.  Now we’ll investigate the results of our analyses.
The Regression add-in allows us to view the residuals from the various models and create a residual plot (see excel spreadsheet).  The residual plots for the AR(2) and AR(3) models, respectively, are displayed below.  Because my data have a sizeable range, I also chose to plot the standardized residuals for additional observation (see excel spreadsheet for these plots).
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Ideally, we would like to see what looks like randomness in our residual plots to validate our assumptions (specifically, that our error terms are independent of each other).  While our residual plots don’t appear to exhibit discernable patterns, such as monotonic trend, each of the plots does unfortunately show somewhat of a “megaphone” effect, which could be a sign of decreasing variance at higher observations.  From here, we will use the residuals to calculate the Durbin-Watson statistic and the Box-Pierce Q statistic.  The DW statistics are summarized below:

	Model
	Durbin-Watson

	AR(1)
	1.8771

	AR(2)
	1.9905

	AR(3)
	2.0006


A value for our DW statistic close to 2 is an indicator of no serial correlation in our data.  The DWS looks good for the last two models, but for the AR(1) model the statistic is not close to 2.  This is evidence of serial correlation amongst the residuals in the model; however, we are more interested in the results of our Box-Pierce Q statistic (see excel spreadsheet for these calculations).  We have a large number of data points, so we will select K=40 lags for our Box-Pierce test.  Again, the AR(1) model performs poorly.  The Q statistic is 53.0056, producing a Chi-Square p-value of just 0.0666 (df = 39).  At a 10% critical level we reject the Null Hypothesis that our series was generated by a white noise process.  The AR(2) model produces better results.  Here we have Q = 46.1978 where K=40, which is below our critical value of 49.5126 at the 10% level (p = 0.1697) with df = 38.  Similarly, we also fail to reject the Null for our AR(3) model, which produces Q = 33.9851, well below the Chi-Squared 10% critical value of 48.3634 at 37 degrees of freedom.
At this point we can safely conclude that that AR(1) is out of the picture in terms of model selection.  Additionally, I chose not to complicate the model further with additional parameters, such as fitting an AR(4) model.  In order to select between the AR(2) and AR(3) processes, I  continued to examine the regression output for each of these models. Summarized statistics from the AR(2) output are as follows:

	Regression Statistics
	
	
	
	

	Multiple R
	0.3556
	
	
	
	

	R Square
	0.126451
	
	
	
	

	Adjusted R Square
	0.103762
	
	
	
	

	Standard Error
	118.5034
	
	
	
	

	Observations
	80
	
	
	
	

	
	
	
	
	
	

	ANOVA
	
	
	
	
	

	 
	df
	SS
	MS
	F
	Significance F

	Regression
	2
	156526.8
	78263.39
	5.5730994
	0.00549

	Residual
	77
	1081316
	14043.06
	
	

	Total
	79
	1237843
	 
	 
	 


While our Q statistic gave positive results (fail to reject the Null Hypothesis that the residuals were generated by a white noise process), the R-Squared value of 0.1265 tells us that only a small amount of the total variability in our observed data is being explained by the model.  That is to say, the model is not fitting our data very well.  Let’s take a look at the same output for our AR(3) model:
	Regression Statistics
	
	
	
	

	Multiple R
	0.419243
	
	
	
	

	R Square
	0.175764
	
	
	
	

	Adjusted R Square
	0.142795
	
	
	
	

	Standard Error
	115.1875
	
	
	
	

	Observations
	79
	
	
	
	

	
	
	
	
	
	

	ANOVA
	
	
	
	
	

	 
	df
	SS
	MS
	F
	Significance F

	Regression
	3
	212203.2
	70734.4
	5.331137
	0.002201

	Residual
	75
	995112.3
	13268.16
	
	

	Total
	78
	1207316
	 
	 
	 


We have improved the fit, but the R-Squared value of 0.1758 is slightly deceiving.  We have added another parameter to the model, so the R-Squared value will necessarily increase.  We compare the Adjusted R-Squareds of the two models, in order to account for the additional parameter in the AR(3) model.  We see that the Adjusted R-Squared has increased from 0.1038 to 0.1428.  This is still not a great fit to our data, but represents a solid improvement over the AR(2) model.  Thus, we will settle on our AR(3) model as our selection.
Now we want to see the predictive capability of our model in action.  This is why the final five observations of our original data set were held out of our estimation process.  We can now truly see how our model performs using data that is not inherently a part of the model, itself.  The fitted values are derived and displayed, along with Actual-minus-Predicteds, on the ‘fitted values’ tab of the attached spreadsheet.  Our AR(3) model produces predicted differences, which we can then use to determine the fitted forecasts of marathon times.  The results for the data points explicitly held out of the model are:
	
	
	Predicted
	Observed
	
	
	
	

	
	Time in 
	Time in
	Time in
	
	
	Predicted
	Observed

	
	Year (t)
	Year (t + 1)
	Year (t + 1)
	difference
	Time in 
	Time in
	Time in

	Year (t)
	(seconds)
	(seconds)
	(seconds)
	(seconds)
	Year (t)
	Year (t + 1)
	Year (t + 1)

	2006
	7556
	7500
	7466
	-34
	2:05:56
	2:05:00
	2:04:26

	2007
	7466
	7464
	7439
	-25
	2:04:26
	2:04:24
	2:03:59

	2008
	7439
	7433
	7467
	34
	2:03:59
	2:03:53
	2:04:27

	2009
	7467
	7449
	7488
	39
	2:04:27
	2:04:09
	2:04:48

	2010
	7488
	7448
	7418
	-30
	2:04:48
	2:04:08
	2:03:38


In general, our model is off (in both directions) to the order of about half a minute.  This doesn’t seem like very much, but in the world of running this is quite a bit of time.  Nevertheless, our predicted values don’t look too bad so far. For instance, our model (based on data from 1928 – 2005) predicted that the fastest marathon time run in the year 2011 would be 2:04:08, while the fastest time actually run was 30 seconds faster, at 2:03:38.  As a final point of interest, we’ll take a look at how the model fits all of our data.  Below is a chart of the original data overlayed on the fitted values from our final model. 
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We can see that the fitted values track the basic shape of the actual data, but there is significant error in most years.  This is most pronounced in the early years, when we observed more fluctuation in the times from year to year than in later years.  Ultimately, while the AR(3) model is the best of the models tested, the overall fit to our data leaves a bit to be desired.

Hindsight & Lessons Learned

The large, consistent drop in times right around the middle of our data set (around years 1949 to 1965) still bothers me.  We can see from all the models that we looked at that all the parameters are negative.  The model is “pushing” down each successive value to account for this large drop in the data.  This brings a few questions to my mind.  If someone were to have fit a time series model to the data through 1948, how would that model perform over the 15 years that followed?  Maybe I would have been better served to truncate my data prior to 1965.  Would I get a better predictive model by using only data after this point?  Even with less data points, maybe the model would be able to pick up the signals in the data better if not for the influence of this large drop.  Perhaps we could’ve taken second differences of the data series in hopes of obtaining a SACF that settles more closely to zero more quickly?  Would this have given more accurate, or at least more reliable results?  These are questions worth considering as we view the results that our model and continue to further our understanding of the modeling process.
