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Time Series (Cryer/Chan)

Fall 2011 (January 2012 Exam)

Introduction

I thought it would be instructive to consider the price of bananas for my project, since they are one of my favorite foods and ought to be a key part of one’s diet.  The vitamins and nutrients in bananas are difficult to find in many other foods, including other common fruits.  

My project models the price of bananas, in US Dollars per metric ton, by considering price data for the previous ten years.

Data

Tab “Data1” of the accompanying spreadsheet illustrates ten years of prices (February 2002 – January 2012) from http://www.indexmundi.com/commodities/?commodity=bananas&months=120).  

Below is a chart of price per metric ton.  There is a clear upward trend in the time series, suggesting that the data set does not satisfy the requirements for stationarity.  
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Analysis

The following chart (developed in tab “Seasonality1”) shows that there does not appear to be any seasonal effects on price.  The prices appear to vary from month-to-month randomly. 
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The apparent linear trend of price suggests that first differences should be taken to achieve stationarity.  If the time series had an exponential trend, taking logarithms and first differences would be appropriate, but the plot of average price over the 10-year period shows the effects of a simpler type of trend.  Not taking first differences and proceeding with the simple original time series would leave a non-stationary series.  The first difference transformation can be stated as Wt = Yt – Yt-1. 
The Correlogram plot of autocorrelation below (calculated in tab “Autocorrel1”) further demonstrates a lack of stationarity.  If the time series satisfied stationarity, the values would quickly drop off and oscillate around zero.  The autocorrelation formulas in the accompanying spreadsheet were developed using the illustrative worksheets provided by NEAS.
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The Correlogram plot of autocorrelation of first differences shows a more pronounced effect of stationarity in how the points converge to zero starting near lag 70 and oscillate around the mean.  (Developed in tab “Autocorrel2”).  The rapid decline of autocorrelations should be similar in nature to geometric decline, and the below graph shows properties of geometric decline to a certain extent.  The autocorrelation formulas in the accompanying spreadsheet were developed using the illustrative worksheets provided by NEAS.
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When first differences remove stable trends in the time series, it is not typically necessary to take second differences.   Taking second differences is inherently risky because it can obscure the true relation.  So in our case taking first differences is sufficient and we will proceed having achieved stationarity through first differences.
ARIMA Modeling

The most common ARIMA process is the AR(1) model (equivalent to an ARIMA(1,1,0) model.  One common mistake that one should avoid in ARIMA modeling is taking first differences of the AR(1) process.  In doing this we would lose information about the time series and make it more difficult to forecast future values.  Ideally, the ARIMA process should eliminate all but the white noise of random fluctuations from the time series model.

Looking at AR(1) and AR(2) model results reveal the following:

	AR(1) Results

SUMMARY OUTPUT
	
	
	
	
	

	
	
	
	
	
	

	Regression Statistics
	
	
	
	

	Multiple R
	0.914052651
	
	
	
	

	R Square
	0.835492249
	
	
	
	

	Adjusted R Square
	0.8340862
	
	
	
	

	Standard Error
	82.12285044
	
	
	
	

	Observations
	119
	
	
	
	

	
	
	
	
	
	

	ANOVA
	
	
	
	
	

	 
	df
	SS
	MS
	F
	Significance F

	Regression
	1
	4007466.974
	4007466.974
	594.2126893
	1.12755E-47

	Residual
	117
	789067.02
	6744.162564
	
	

	Total
	118
	4796533.994
	 
	 
	 

	
	
	
	
	
	

	 
	Coefficients
	Standard Error
	t Stat
	P-value
	 

	Intercept
	61.41818091
	27.14417783
	2.262664992
	0.025501378
	

	X
	0.916672682
	0.037604804
	24.3764782
	1.12755E-47
	 


AR(2) Results
	SUMMARY OUTPUT
	
	
	
	
	

	
	
	
	
	
	

	Regression Statistics
	
	
	
	

	Multiple R
	0.91402933
	
	
	
	

	R Square
	0.835449617
	
	
	
	

	Adjusted R Square
	0.832587871
	
	
	
	

	Standard Error
	82.70643137
	
	
	
	

	Observations
	118
	
	
	
	

	
	
	
	
	
	

	ANOVA
	
	
	
	
	

	 
	df
	SS
	MS
	F
	Significance F

	Regression
	2
	3993905.374
	1996952.687
	291.9370471
	8.6534E-46

	Residual
	115
	786640.6859
	6840.35379
	
	

	Total
	117
	4780546.06
	 
	 
	 

	
	
	
	
	
	

	 
	Coefficients
	Standard Error
	t Stat
	P-value
	 

	Intercept
	58.20259992
	28.03746052
	2.075887004
	0.040133491
	

	X1
	0.891277841
	0.093118328
	9.571454512
	2.57809E-16
	

	X2
	0.02967472
	0.093425652
	0.317629251
	0.751342183
	 


The applicable ARIMA process formulas relating to the regression coefficients are the following: 

AR(1)  Yt = 61.4182 + 0.9167 Yt-1  
AR(2)  Yt = 58.2026 + 0.8913 Yt-1  + 0.0297 Yt-2 
A check of the coefficients of each model confirms that |Φ| < 1 and the sum of the coefficients in each model is also less than 1.  These properties satisfy the requirements for a stationary series.
Test Statistics

An important property of ARIMA modeling is to find that the residuals of the AR(1) or AR(2) process are white noise.  The Durbin-Watson statistic and Box-Pierce Q statistic are two key tests to determine whether the model displays white noise tendencies. 
If the Durbin-Watson statistic is approximately 2 we can conclude that the residuals are white noise.  If the Box-Pierce Q statistic is below the critical Chi squared value we can conclude that the residuals are white noise (i.e. we do not reject the null hypothesis that the residuals are a white noise process). 
A summary of the Durbin Watson and Box Pierce Q statistics for the applicable ARIMA model are provided below and developed in tabs “AR(1) Output” and “AR(2) Output”  of the accompanying spreadsheet.  The formulas used to calculate the Durbin-Watson Statistic and Box-Pierce Statistic in the accompanying spreadsheet were developed using the illustrative worksheets provided by NEAS.
	Model
	Durbin-Watson Statistic
	Box-Pierce Q Statistic
	χ2 10% 39 DOF
	χ2
p-value

	AR(1)
	2.04842
	66.0
	134.8
	.9999

	AR(2)
	2.00670
	65.4
	133.7
	.9999


The statistics clearly demonstrate that the two models both have a high level of effectiveness in modeling the time series.  Since the AR(1) model is considerably simpler to implement, it is best to use an AR(1) process.  Thus, logically it is not necessary to include even more complex ARIMA processes in this consideration (AR(3), for example).
Conclusion
The AR(1) model successfully models the time series of banana price in US Dollars per metric ton.  The fit of actual versus expected values can be seen in the below graph (developed in tab “Compare1”).
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