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Modeling the Consumer Price Index
Introduction

In this project I attempt to model the consumer price index using an ARIMA time series model.  The consumer price index is an important economic indicator used in many actuarial calculations.  My primary goal in modeling this series is to be able to simulate many future values of the series that could be use in a Monte Carlo method calculation.

Description of the Data

The Consumer Price Index (CPI) is a measure of the changes in the prices of a basket of consumer goods and services in the United States. The primary use of the CPI is to adjust monetary values for the effects of inflation and to compare real monetary values over time.  The data set is produced by the Bureau of Labor Statistics (available at: ftp://ftp.bls.gov/pub/special.requests/cpi/cpiai.txt) and is updated monthly.  For this project I will be examining the percent change in the annual average prices for urban consumers (CPI-U), and I will only be looking at post-war data values, starting from 1946 to the present.
The dataset consists of 66 data points, with a minimum value of 
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 in 1949 and a maximum value of in 1947. The following table shows some basic summary statistics of the series:

	Minimum
	1st Quartile
	Median
	Mean
	3rd Quartile
	Maximum
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A time series plot of data is given in Figure 1: [image: image9.png]cPl
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Figure 1: Time Series Plot of the Consumer Price Index
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The time series plot seems to indicate a fair amount of correlation between successive values.  The plot is relatively smooth with high values followed by high values, not jumping up and down rapidly. We can see this fact more clearly in Figure 2 which displays a plot of one year’s CPI versus the previous year’s CPI.  The fact that there is a clear upward trend indicates a fairly strong positive correlation at lag 1.
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Figure 2: Scatterplot of CPI versus Previous Year's CPI
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Model Selection

In order to fit an ARIMA model, we must first determine whether the original time series is stationary or not, if the time series appears to be non-stationary some differencing may be required.  The series is stationary if it has a constant trend (or mean function) and if the autocorrelation function depends only on the lag. Looking at the time series plot in Figure 1, there does not appear to be a non-constant trend in the series indicating that the time series might be stationary.  Figure 3 is a graph of the sample autocorrelation function for the CPI. If the sample autocorrelation function were linearly decreasing it might indicate that the series is nonstationary, however in our graph it drops off rather quickly and then goes negative after about lag ten and gets increasingly negative.  This graph does not clearly indicate whether the series is stationary or not, however from Figures 1 and 3 it is reasonable to try and model the series as stationary.
Finally, in order to get a more precise idea of whether our series is stationary or not I use the Dickey-Fuller Unit Root Test. Under this test, we model the time series as 
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 is a stationary process. In this model if 
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 then the series is stationary but nonstationary if 
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. Testing the null hypothesis that 
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using the augmented Dickey-Fuller test statistic we get a p-value of 0.7234 indicating we fail to reject the null hypothesis and this does not provide evidence that the series is stationary. Since we can’t reject the hypothesis that the series is nonstationary it is reasonable to try and model the first difference of the series as well.
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Figure 3: Sample Autocorrelation for the CPI Time Series





[image: image17.png]Figure 4: Sample Partial Autocorrelation for the CPI Time Series
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Choosing a model for the original series

We first attempt to model the CPI series using an ARMA(p, q) model. Our first goal is to decide on reasonable values for p and q. In order to accomplish this we look at the sample autocorrelations and the sample partial autocorrelations for the series. The sample autocorrelation is given in Figure 3, it starts with a large autocorrelation at lag 1 and drops down a bit to lag 2 and appears to have a damped sine wave appearance which indicates we should look at the partial autocorrelation function which is given in Figure 4.  In the PACF the first three lags are significant which lends support to an AR(3) model (setting p=3 and q=0), which I will fit as Model 1.
Choosing a model for the first difference

I am also going to try and fit an integrated model since the results of the test for stationarity weren’t entirely clear. Furthermore, the Dickey-Fuller test for the first difference gives a p-value of less than 0.01 indicating we would reject the null hypothesis which gives support to hypothesis that the first difference is in fact stationary. The ACF for the first difference has a single significant value at lag 2 indicating that a good first model to try is an MA(2), which I will fit as Model 2.
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Fitting the Models
Model 1:

The first model I will fit is: 
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, where 
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, the innovation terms, is assumed to be independent of all past time values and has a constant variance 
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 is the intercept of the time series. The model is fit using maximum likelihood estimation.  The results are as follows:
	Coefficients:
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	0.9927
	-0.7156
	0.5045
	0.0401
	0.0003961

	Standard Error:
	0.1108
	0.1548
	0.1203
	0.0105
	


The first thing to note with these results is that the standard errors seems to indicate a reasonably good estimation for all of the parameters, however we can’t conclude from this that the model fits the data well.  Summarizing we have:

[image: image28.wmf]123

4.01%0.9927(4.01%)0.7156(

4.01%)0.5045(4.01%)

ttttt

Y

YY

e

Y

---

-=-

+

-

--+


or


[image: image29.wmf]123

0.876%0.99270.71560.5045

ttttt

YYYYe

---

=+-++


Model 2:
I will use the notation 
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 to indicate the first difference series.  For the second approach, I will model 
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 as an MA(2) process. Thus the model is: 
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 are assumed to be independent of each other with constant variance 
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. Using maximum likelihood estimation gives the following results:
	Coefficients:
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	0.0006
	0.1704
	-0.7366
	0.00042

	Standard Error:
	0.0012
	0.0981
	0.0987
	


Since the intercept term 
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 is close to zero and not significant (in terms of estimation) we will set it to zero. Thus our second model is:
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Diagnostics

In order to determine the goodness of fit of our models we will look at the model residuals.  The residuals are the difference between the observed value at a given time period minus the predicted value from the specified model.  If the model is correctly specified and the parameters well estimated, we would expect the residuals to resemble white noise, meaning the residuals should behave like independent, identically distributed normal variables.
Model 1:

Figure 6 contains a plot of the standardized residuals over time for our first model. Our first check is to determine if the plot suggests a normal distribution. There do not appear to be any strong trends apparent in the graph so it might be the case that the residuals are normal, however it does seem to spend more time below the mean of zero, with a normal distribution we would expect about even distribution about zero.
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Figure 6: Starndardized Residuals from Model 1
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Another graph that helps us determine the normality of the residuals is the Quantile-Quantile plot, which plots the quantiles of the sample residuals versus theoretical quantiles, this plot is given in figure 7 for model 1. In as much as our sample, indicated by the circle dots, deviate from the solid line representing a normal distribution, we can tell how far off normal our residuals are. In this particular case it is quite clear that our residuals are not normal in that they fall much below the line on the left hand side and much above the line on the right hand side indicating that the residuals follow a fat tailed distribution.  The QQ plot does seem to indicate that the residuals are symmetrically distributed.
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We can also calculate the Shapiro-Wilk normality test statistic. In the case of model 1 we get W = 0.95 with a p-value of 0.009784, which suggests we would reject the hypothesis that the residuals are normally distributed.  To check for independence of the residuals we can look at the sample autocorrelation function of the residuals. A graph of the ACF is given in Figure 8, which indicates that there is no evidence of autocorrelation in the residuals.
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Figure 8: Sample ACF of Residuals for Model 1





Although the residuals for Model 1 appear to be independent, and symmetrically distributed, it is clear from the QQ plot that they are not normally distributed and the model appears to be either incorrectly specified or the parameters are fit poorly.
Model 2:

Our diagnostics for Model 2 tell much the same story as for Model 1. The plot of the standardized residuals against time given in Figure 9 appears to bounce around the horizontal line at 0 however there seem to be too many extreme values for the residuals to be consistent with normality. And again we see in the QQ plot that our residual distribution has fat tails, indicating the non-normality of the residuals. It seems that neither Model 1 nor Model 2 are correctly specified and some more time could be spent in the model selection and fitting stages.
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[image: image45.png]Figure 10: Quantile-Quantile Plot: Residuals from Model 2
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Figure 11: Sample ACF of Residuals for Model 2





Simulations
Despite the fact that neither model appears to fit the data very well, I will still use them to simulate future values for the CPI. Simulations are useful in many ways, as mentioned before, they can be used in Monte Carlo calculations. They can also help as a further diagnostic of the model, in that we can compare our simulated future series with the observed past series and tell if they have similar characteristics. 

In order to simulate the models, I will use statistical software to generate many values from a random normal variable, using the corresponding Model’s 
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, and then use those values as the innovation term 
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, in the fitted models to simulate values into the future. I have simulated thirty years of values. The results of the two simulations are given in Figures 12 and 13, for Model 1 and Model 2 respectively. There is a vertical line at time 66 for each indicating the split from the observed series on the left and the simulated series on the right.[image: image49.png]cPl
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Figure 12: Simulations of CPI with Model 1
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Figure 13: Simulations of CPI with Model 2
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From the simulations it appears that Model 2 might provide a slightly better fit in that it resembles the observed series a little better, it has the observed series relative smoothness in parts, however both have periods of rapid fluctuations that aren’t present in the observed series. 
Summary

In this project I have specified and fit two ARIMA models to the Consumer Price Index time series. The results are somewhat mixed in that neither model fits the data very well.  Furthermore, I have used the fitted models to simulate the time series into the future. The simulations indicate that Model 2 seems to capture some of the original series characteristics, however more exploration is necessary and it might be worthwhile to return to the model specification stage and attempt to correct the insufficiencies in the models already fitted.
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