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Bread Prices over Time

Introduction
This project studies the price of a loaf of white bread over time from January 2002 to March 2012 (123 monthly data points).  The goal is to fit a time series model that best predicts the trajectory that bread prices will take in the future.
Data

The data was obtained from the Bureau of Labor Statistics website (Databases, Tables and Calculators by Subject) at http://data.bls.gov/cgi-bin/surveymost.  As bread is a staple food that is always in demand, I did not adjust the data for seasonality.
Analysis
Bread prices have been on a fairly steady ascent since mid-to-late 2006, leveling out in 2009 and 2010, and then spiking up in mid 2011.
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We can look at the plot of bread prices lagged by one time unit to see the strong correlation between the time points:
[image: image2.emf]Price(t) vs. Price(t-1)
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The upward slope of the graph means that there is a positive correlation between points lagged by one time unit.  The plots of points lagged by two and three time units look similar to the one above.
Next, we examine the sample autocorrelation for the 122 lags in our data.  
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Notice that the autocorrelation does not come down to zero until around lag 41 months.  Let’s examine the first differences of the data to see how the autocorrelation function behaves.  

[image: image4.emf]Autocorrelation of First Differences
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You can see that this autocorrelation looks noisier than the original, and the correlation reaches zero much more quickly.  If we were to fit the data to an ARIMA process using first differences, the fit turns out to be very poor, producing a multiple-R value of 23.60% with one variable and 25.82% with three variables.  Also, using logarithms of the original data and logarithms of the first differences does not seem to improve the fit.

Let’s consider the autocorrelation of the second differences, which looks similar to that of the first differences, although the absolute value of the correlation at lag 1 is very large at 0.64.
[image: image5.emf]Autocorrelation of Second Differences
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Since the second differences yield an autocorrelation plot whose values, other than at lag 1,  lie between +/-2/sqrt(n) (about +/- 0.18 in our case), I chose to fit an autoregressive model using the second differences.  The strong correlation at lag 1 suggests a large coefficient on the Yt-1 term.
 I chose to fit three models to the data: ARIMA (1,1,0), ARIMA (2,1,0), and ARIMA (3,1,0).  I fit an ARIMA(1,1,0) model by regressing the bread price at time t on the price at time t-1.  The model is:

Yt = -0.6622Yt-1-0.0004+et
The ARIMA(1,1,0) has a multiple-R statistic of 65.27% and an F-statistic of 87.59.  

Next, I fit an ARIMA (2,1,0) model by regressing the bread price at time t on the price at times t-1 and t-2.  The model becomes:

Yt = -0.8934Yt-1-0.3524Yt-2-0.0002+et
The ARIMA(2,1,0) has a multiple-R statistic of 70.38% and an F-statistic of 56.94.  

Finally, I fit an ARIMA (3,1,0) model by regressing the bread price at time t on the price at times t-1, t-2, and t-3.  The model is:

Yt = -0.9724Yt-1-0.5498Yt-2-0.2225Yt-3-0.0002+et
The ARIMA(3,1,0) has a multiple-R statistic of 72.02% and an F-statistic of 40.95.  You can see that all three models produce similar fits:
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In comparing the three fits, all models have a Durbin Watson statistic in the 2.0-2.5 range, with the ARIMA(3,1,0) model having the lowest at 2.098.  This statistic indicates the degree of autocorrelation in the residuals of each regression, with a factor of 2.0 meaning there is no correlation.  The Box-Pierce statistic does not help in differentiating the models.  For each model, the statistic (at 113 lags) is lower than the Chi-square critical value at 10% significance, meaning that we cannot reject the fit of any of the models.
As we increase the number of variables in the regression from one to three, the multiple-R values increase and the Durbin-Watson statistics decrease.  I recommend the ARIMA(3,1,0) model as the best fit.  I suspect that if we went further and tried to use more variables to fit the data, the fit would get better with the addition of each variable but at a declining rate.  We can see that the residuals produced by the ARIMA(3,1,0) model appear randomly distributed:
[image: image7.emf]Residuals ARIMA(3,1,0)
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Conclusion
The time series of bread prices is sufficiently modeled by a stationary ARIMA(3,1,0) process, using second differences of the data.  This process explains about 72% of the variance in the bread price from its mean while producing relatively uncorrelated residuals.  To take the analysis further, we may want to look at including even more variables in the analysis, but keeping in mind the principle of parsimony to use the least number of variables that give the best fit. 
