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Introduction

I am investigating whether there has been a shift in the consumption of skim milk in the United States. Is milk viewed as a “healthy” food, and more individuals are drinking it over fattier types of milk, or are people shifting away from milk and towards other drinks? While a full analysis of milk consumption patterns by fat percentage is beyond this project, I will look at the volume of skim milk sales in the past 13 years to see if the fluctuations are level or predictable and whether the volume of milk consumption is increasing or not.
Data 

I used data provided by the University of Wisconsin Dairy Farming and Risk Management Program. The data is of sales of fluid milk in the United States by month. The following is the link I used for my data: http://future.aae.wisc.edu/data/monthly_values/by_area/2043?area=US&tab=sales&grid=true. 
The monthly data starts at January 2000 and stops at December 2011. It is missing a data point of December 2010. We can see the outlier clearly in the line graph of the volume of skim milk sold by month. It is hard to distinguish the specificities of this graph (especially with the outlier), and using this data will skew our results. 
[image: image1.wmf]600

1,100

1,600

2,100

2,600

3,100

3,600

4,100

4,600

5,100

5,600

J

a

n

 

2

0

0

0

A

p

r

 

2

0

0

0

J

u

l

 

2

0

0

0

O

c

t

 

2

0

0

0

J

a

n

 

2

0

0

1

A

p

r

 

2

0

0

1

J

u

l

 

2

0

0

1

O

c

t

 

2

0

0

1

J

a

n

 

2

0

0

2

A

p

r

 

2

0

0

2

J

u

l

 

2

0

0

2

O

c

t

 

2

0

0

2

J

a

n

 

2

0

0

3

A

p

r

 

2

0

0

3

J

u

l

 

2

0

0

3

O

c

t

 

2

0

0

3

J

a

n

 

2

0

0

4

A

p

r

 

2

0

0

4

J

u

l

 

2

0

0

4

O

c

t

 

2

0

0

4

J

a

n

 

2

0

0

5

A

p

r

 

2

0

0

5

J

u

l

 

2

0

0

5

O

c

t

 

2

0

0

5

J

a

n

 

2

0

0

6

A

p

r

 

2

0

0

6

J

u

l

 

2

0

0

6

O

c

t

 

2

0

0

6

J

a

n

 

2

0

0

7

A

p

r

 

2

0

0

7

J

u

l

 

2

0

0

7

O

c

t

 

2

0

0

7

J

a

n

 

2

0

0

8

A

p

r

 

2

0

0

8

J

u

l

 

2

0

0

8

O

c

t

 

2

0

0

8

J

a

n

 

2

0

0

9

A

p

r

 

2

0

0

9

J

u

l

 

2

0

0

9

O

c

t

 

2

0

0

9

J

a

n

 

2

0

1

0

A

p

r

 

2

0

1

0

J

u

l

 

2

0

1

0

O

c

t

 

2

0

1

0

J

a

n

 

2

0

1

1

A

p

r

 

2

0

1

1

J

u

l

 

2

0

1

1

O

c

t

 

2

0

1

1

Monthly Skim Milk Sales in the United States (Millions of Pounds)

Monthly Milk Sales in the United States (Millions of Pounds)


Therefore, I decided to use ten years of data, starting with January 2000 and ending with December 2009 so as to avoid the outlier altogether. The graph of the data we actually will use is below. 
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We will then use January 2010 through November 2010 to determine our model’s effectiveness (we stop at November 2010 to avoid dealing with the outlier). We will not analyze whether the Decemer 2010 is indeed an outlier or not; that is a topic for regression analysis class and not the time series class. 

The graph may indicate lower consumption during June or July and higher consumption during January. However, it is tricky to discern this from the graph presented, and these indications could easily be random fluctuations.
Correlogram of Original Data
At first glance of the above graph, I would say this graph is stationary. To be certain, I made a correlogram computing [image: image3.png]


   with k = 1 through 119 to see if there was a correlation. 
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Based upon the graph seen above, I believe that this is a stationary process. As the lags increase, we see that the r’s approach zero as k increases. What relationship these r’s show, is a negative correlation for 6 months apart and a positive correlation between 12 months apart. This indicates that the data is seasonal, as we suspected earlier. I will deseasonalize the data in order to create an ARMA model. 
We are at least 95% confident that the process is not white noise because of Bartlett’s test. We can calculate a statistic of (1/N) * C.I. value, which is equal to (1/120) * 1.96 = 0.1789. As many of our values are above 0.1789, we are at least 95% confident that the data is not a white noise process. 
Deseasonalized Data

To deseasonalize the data, I took the January 2001 skim milk sales and subtracted the January 2000 skim milk sales, took the February 2001 skim milk sales and subtracted the February 2000 skim milk sales, etc. for each month; this is yt – yt-12. This reduced our data set from 120 months to 108 months, starting in January 2001 instead of January 2000. Below is the new data which we will be analyzing.
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Again, we must confirm whether this data is stationary or correlated, and the easiest first step is to see the autocorrelation of the data, shown below. 
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After reviewing the graph, we believe that it is a stationary process. There is a lot of movement in this data, but it does not appear to be correlated. It does not approach zero quickly, but it does approach zero eventually (around lag 75). 
Model Fitting 

Using the Excel linear regression add-in, I tested several autoregressive models on the deseasonalized data (please refer to tabs which start with either AR(1), AR(2), or AR(3) from the attached spreadsheet).  The results can be seen below:

AR(1) = 
Yt = -0.1649Yt-1 + et - 0.4159

AR(2) = 
Yt = -0.1715Yt-2 - 0.1858Yt-1 + et + 1.4503

AR(3) = 
Yt = 0.2709Yt-3 - 0.1186 Yt-2 - 0.1355Yt-1 + et + 1.5585

For these models, several statistics are shown below:
	Model
	AR(1)
	AR(2)
	AR(3)

	Durbin-Watson
	2.09
	1.90
	2.08

	Box-Pierce Q
	129.77
	115.03
	97.99

	Chi-Square, 10%
	122.86
	121.77
	120.68

	Sum of Coefficients
	-0.1649
	-0.3573
	0.0167


From the table above, there are several important deductions we can make.

First, the Durbin-Watson statistic tells us whether the residuals are correlated; values close to 2 are not correlated, while values lower than 1 are of concern. The Durbin-Watson values of the three models are about 2, indicating that there is little to no correlation among the residuals. 

Next, we look at the Box-Pierce Q. If our calculated Q statistic is less than the corresponding value in the chi-square table, then we do not reject the hypothesis that the residuals are white noise and can accept the model. The smaller the Q-statistic compared to the chi-squared values, the better the model is. Looking at the summary table above, we can see that at the ten percent significant level, we would reject the AR(1) model but not reject the AR(2) or AR(3) models.

We nest look at the sum of the coefficients. If the sum of the coefficients is less than one, then we know the model is stationary. Since the absolute values of the sums of the coefficients in all the three models are less than 1, this indicates that the models are stationary.

From the descriptions above, either the AR(2) or AR(3) models would be a good representation of the monthly chocolate production data. Since the AR(3) model has the smallest Q-statistic compared to the chi-squared value, I believe it is the best model for our data set.
Predictive Graphs

The last step is where we use our graph to compare the predictions against actual data. The AR(2) and AR(3) graphs, comparing actual to predicted values, are given below. Note that due to the error at December 2010, we can only project up to that point, and only have 11 data points to compare our models to. 

For the AR(2) = Yt = -0.1715Yt-2 - 0.1858Yt-1 + et + 1.4503 model:
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For the AR(3) = Yt = 0.2709Yt-3 - 0.1186 Yt-2 - 0.1355Yt-1 + et + 1.5585 model:
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As we can see from the graphs above, our predicted values (in orange) are more smoothed than the actual data. In the beginning of the year, the actual data and predicted values are quite smooth. Later in the year, the values begin to bounce around, and our models do not reflect these bounces significantly. 
Conclusion

The AR(1) model is not a good fit for the data, as its Box-Pierce Q Statistic is higher than the corresponding Chi-Square statistic. However, both the AR(2) and AR(3) models seem adequate to model the volume of skim milk consumed. However, a more detailed time series should be used to predict future skim milk consumption, as our model is a smoothed model and did not predict sudden changes in the data. 
