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Introduction

A mortgage loan is a loan secured by real property. The two basic types of amortized loans are the fixed rate mortgage (FRM) and adjustable rate mortgage (ARM). In a fixed rate mortgage, the interest rate, and hence the periodic payment, remains fixed for the term of the loan. However, depends on when the loan is issued, the mortgage interest rate various. The most commonly available FRM types are 30-year FRM and 15-year FRM.

This project attempts to build a model to aid in projecting future 30-year FRM rate. Specifically, this analysis will use monthly average 30-year FRM rate from Nov.1992 to Aug.2011 to develop a time series model. Then we will use the model to forecast 30-year FRM rate from Sep.2011 to Jan. 2012.
The data could be downloaded at: http://mortgage-x.com/general/historical_rates.asp. The original data set is weekly rate. It is further aggregated to monthly level for improved data stability.
Data 
  - Overview

The graph below shows a plot of the data distribution from 1992 to 2011.
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From the above actual value plot, we can see a clear downward trend.  The next step is to exam the Autocorrelation of this dataset.
  - Autocorrelation
The next graph shows the Autocorrelation of the US 30-year Fixed Mortgage Rates:
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The Correlations are calculated using the following formula.

   
[image: image3]
This correlation graph shows that the rates from 1992~2011 is not a stationary process.
From the above two analysis, I would build the time series model on the difference between adjacent data points.
 - The First Difference check

From the original data plot, we can see the pattern displays a downward trend, and it looks like a liner relationship, so the first differences is considered and it will likely to be able to meet our stationary requirement. The graph with the plot of the first difference is shown below:
[image: image4.emf]Monthly Rate Difference M(t)-M(t-1)
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From the above plot, where the first difference is defined as 
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, we can observe that this process removes the linear trend.  Now the time series data appears to fluctuate around the mean. 
We can also get the plot of the Autocorrelation for the first difference data to check the stationary. Below is the Autocorrelation of the first difference data:

[image: image7.emf]autocorrelation of the first difference
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In the above Autocorrelation plot, we can observe random fluctuation around zero. In addition, the fluctuation dies off and converges to zero after a few of lags. I think the first difference is a stationary process. 

ARIMA models:
- Model 1: ARIMA(1,1,0)
Using R to fit an ARIMA(1,1,0)  model, the output is:
	ARIMA(1,1,0)
	
	
	
	
	
	

	Call:
	
	
	
	
	
	
	

	arima(x = y, order = c(1, 1, 0), seasonal = list(order = c(0, 0, 0), period = NA), 

	    transform.pars = TRUE, fixed = NULL, init = NULL, method = c("CSS-ML", "ML", 

	        "CSS"), optim.method = "BFGS", optim.control = list(), kappa = 1e+06)

	
	
	
	
	
	
	
	

	Coefficients:
	
	
	
	
	
	

	         ar1
	
	
	
	
	
	
	

	0.2841
	
	
	
	
	
	
	

	s.e.  0.0639
	
	
	
	
	
	

	
	
	
	
	
	
	
	

	sigma^2 estimated as 0.03786:  log likelihood = 48.79,  aic = -93.58
	


The above output displays the estimates for an ARIMA(1,1,0) model output:


[image: image8.wmf]t

Y

=  0.2841
[image: image9.wmf]1

-

t

Y

 + 
[image: image10.wmf]t

e

,                     Where 
[image: image11.wmf]t

Y

= 
[image: image12.wmf]t

Rate

- 
[image: image13.wmf]1

-

t

Rate


Fitting error and QQ-Plot:
[image: image14.emf]Modeling Fitting
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[image: image15.emf]Q-Q plot of Error Term
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Based the QQ-plot of the residuals, the error value percentage distribution follows normal fairly well in the middle range. There are extreme values on both ends but the volume is not big. I conclude that the residuals are roughly normally distributed with mean of 0. Please note the error term has been normalized to unit standard deviation before put in the QQ-Plot.
Although the ARIMA(1,1,0) model appears to be a good fit, I also tested a few higher order models. 
--Model 2: ARIMA(1,1,1)
	ARIMA(1,1,1)
	
	
	
	
	
	

	Call:
	
	
	
	
	
	
	

	arima(x = y, order = c(1, 1, 1), seasonal = list(order = c(0, 0, 0), period = NA), 

	    transform.pars = TRUE, fixed = NULL, init = NULL, method = c("CSS-ML", "ML", 

	        "CSS"), optim.method = "BFGS", optim.control = list(), kappa = 1e+06)

	
	
	
	
	
	
	
	

	Coefficients:
	
	
	
	
	
	

	          ar1     ma1
	
	
	
	
	
	

	      -0.0965  0.4294
	
	
	
	
	
	

	s.e.   0.1685  0.1499
	
	
	
	
	
	

	
	
	
	
	
	
	
	

	sigma^2 estimated as 0.03703:  log likelihood = 51.24,  aic = -96.48
	


--Model 3: ARIMA(2,1,0)
	ARIMA(2,1,0)
	
	
	
	
	
	

	Call:
	
	
	
	
	
	
	

	arima(x = y, order = c(2, 1, 0), transform.pars = TRUE, fixed = NULL, init = NULL, 

	    method = c("CSS-ML", "ML", "CSS"), optim.method = "BFGS", optim.control = list(), 

	    kappa = 1e+06)
	
	
	
	
	
	

	
	
	
	
	
	
	
	

	Coefficients:
	
	
	
	
	
	

	         ar1      ar2
	
	
	
	
	
	

	      0.3216  -0.1315
	
	
	
	
	
	

	s.e.  0.0661   0.0662
	
	
	
	
	
	

	
	
	
	
	
	
	
	

	sigma^2 estimated as 0.0372:  log likelihood = 50.75,  aic = -95.5
	
	


Based on the model assessment parameters provided by R, we can see ARIMA(1,1,1) is the best model of the three, but only marginally improved from ARIMR(1,1,0).
Conclusion:

The above three models fits the data comparably. They display similar residual plots. If two models perform similar, we always prefer a simpler model, so my finial model is the ARIMA(1,1,0) model :
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