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Analysis of Body Fat Percentage using Linear Regression
Introduction

Body fat percentage is one of the best measures of overall fitness. It can be used to help athletes track fitness levels or to help non-athletes become healthier.  Accurate techniques to measure body fat are complicated and very costly. For this paper, I used regression analysis to see how other variables that are easier to measure, such as weight and height, could be used to estimate body fat percentage. 

Data

The data was obtained from the Journal of Statistics Education
. The data contains body fat percentage and other physical characteristics for 252 males. The data can be found in the tab labeled “Data” in the attached spreadsheet. Below is a summary of the data set:

	Table 1. Summary of Data

	Variable
	Label
	Mean
	Minimum
	Maximum

	% of Body Fat
	Y
	19.15%
	0.00%
	47.50%

	Weight (lbs)
	X1
	178.92
	118.50
	363.15

	Neck (cm)
	X2
	37.99
	31.10
	148.10

	Abdomen (cm)
	X3
	92.56
	69.40
	148.10

	Hip (cm)
	X4
	99.90
	85.00
	147.70

	Thigh (cm)
	X5
	59.41
	47.20
	87.30

	Height (in)
	X6
	70.15
	29.50
	77.75

	Age
	X7
	44.88
	22.00
	81.00

	Chest (cm)
	X8
	100.82
	79.30
	136.20

	Knee (cm)
	X9
	38.59
	33.00
	49.10

	Ankle (cm)
	X10
	23.10
	19.10
	33.90

	Bicep (cm)
	X11
	32.27
	24.80
	45.00

	Forearm (cm)
	X12
	28.66
	21.00
	34.90

	Wrist (cm)
	X13
	18.23
	15.80
	21.40


As noted in the documentation file for the data set, there are two observations that could potentially be data errors. The first potential error (observation 7) had a negative body fat percentage that was truncated to zero in the raw data. The second potential error (observation 76) was a person who weighed 205 pounds but was only 2.5 feet tall. 

The full regression model was reviewed with and without the two data errors. Since the regression coefficients were not impacted greatly by these two errors, the full data set was used for the main analysis. See the tab “Full Model (excl data error)” for more details.  These data values should be confirmed for accuracy with the original data collector. 
Model and Assumptions
I started my analysis using the following linear regression model (see above table for label definitions):

Y = α + β1x1 + β2x2 + β3x3 + β4x4 + β5x5 + β6x6 + β7x7 + β8x8 + β9x9 + β10x10 + β11x11 + β12x12 + β13x13
I used excel’s regression add-in to complete the analysis.

In order to use a linear regression model, the following assumptions are required:
· Linearity: The percentage of body fat against each of the predictor variables should be linear. This can be checked by reviewing a scatter plot of the residuals against the predicted percentage of body fat, which is shown in Chart 1 below. Since the values are symmetric around the x-axis, the predictor variables and the percentage of body fat appear to have a linear relationship. 
· Constant variance: The variance in the errors of the regression should be constant for all the values of each of the predictor variables. This can also be checked by reviewing Chart 1 shown below. Since the values are evenly spread with no patterns, the variance of the errors appears to be constant. 
· Normality: The errors of the regression should be normally distributed. This can be checked by reviewing a quantile comparison plot (“Q-Q” plot), which is shown in Chart 3 below. This chart suggests that the distribution of the data may be slightly heavy-tailed compared to a normal distribution. However, for purposes of this analysis, we will assume normality. 
· Observations are independent: This assumption depends on the data collection process and must be assumed for this analysis. However, it seems reasonable to assume that the physical measurements of one male wouldn’t depend on the physical measurements of another male in the sample. 
Chart 1. Residual Plot
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Chart 2. Q-Q Plot
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Since the assumptions above appear to be reasonable for this data, I will proceed with using the linear regression model for additional analysis.
Analysis

In order to determine the best model to predict body fat percentage, the following iterative analysis was performed:

· Review the adjusted correlation coefficient (adjusted R2) from the model. This shows how much of the variation in the percentage of body fat can be explained by the independent variables. Note that I am reviewing the adjusted R2, since this calculation is more accurate for a multivariate model.
· Review the P-value for the null hypothesis that βi, for i=1,2,..13, is zero, meaning the variable has no relationship with the percentage of body fat. A low P-value (typically less than 5%) indicates that the null hypothesis can be rejected, meaning the variable has a relationship with the percentage of body fat.
· Eliminate variables, starting with the highest P-value, until the adjusted R2 decreases. The variability in the percentage of body fat will be best explained by the model with the largest adjusted R2.
Full Model
First, I used the process described above to review the full model, with all thirteen independent variables (weight, neck, abdomen, etc.). The resulting regression equation using this full model is: 
Y = -18.19 - 0.09%X1 - 0.47%X2 + 0.95%X3 - 0.21%X4 + 0.24%X5 - 0.07%X6 + 0.06%X7 - 0.02%X8 + 0.02%X9 + 0.17%X10 + 0.18%X11 + 0.45%X12 – 1.62%X13
This equation tells us, for example, that for every additional year of age, a man’s body fat percentage is expected to increase by about 0.06%, holding all other variables constant. 
The results of the regression analysis are shown in Table 2 below and are also summarized in tab “Full Model” in the attached excel workbook:
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Regression Statistics

Multiple R 0.865

R Square 0.749

Adjusted R Square 0.735

Standard Error 0.043

Observations 252

ANOVA

df SS MS F

Significance 

F

Regression 13 1.317 0.101 54.646 7.7E-64

Residual 238 0.441 0.002

Total 251 1.758

Coefficients

Standard 

Error t Stat P-value Lower 95%

Upper 

95%

Intercept -18.19% 0.173 -1.048 0.296 -0.524 0.160

Weight (lbs) -0.09% 0.001 -1.652 0.100 -0.002 0.000

Neck (cm) -0.47% 0.002 -2.024 0.044 -0.009 0.000

Abdomen (cm) 0.95% 0.001 11.044 0.000 0.008 0.011

Hip (cm) -0.21% 0.001 -1.422 0.156 -0.005 0.001

Thigh (cm) 0.24% 0.001 1.636 0.103 0.000 0.005

Height (in) -0.07% 0.001 -0.725 0.469 -0.003 0.001

Age 0.06% 0.000 1.919 0.056 0.000 0.001

Chest (cm) -0.02% 0.001 -0.241 0.810 -0.002 0.002

Knee (cm) 0.02% 0.002 0.063 0.950 -0.005 0.005

Ankle (cm) 0.17% 0.002 0.786 0.433 -0.003 0.006

Bicep (cm) 0.18% 0.002 1.061 0.290 -0.002 0.005

Forearm (cm) 0.45% 0.002 2.270 0.024 0.001 0.008

Wrist (cm) -1.62% 0.005 -3.030 0.003 -0.027 -0.006


The adjusted R2 for the full model is 73.5%, which means that 73.5% of the variance in the percentage of body fat is accounted for by the thirteen independent variables. The remainder of the variance is accounted for by randomness or by missing independent variables. 

Note that the F statistic is nearly zero, indicating that we would reject the null hypothesis that all coefficients in the full model are zero. 

In an attempt to improve the model, I then eliminated the variable with the largest P-value (the knee circumference measurement), since the large P-value indicates that we would fail to reject the null hypothesis that the coefficient for this variable is zero. 
12-Variable Model (Knee Measurement Eliminated)
The resulting regression equation using 12 independent variables (excluding the circumference of the knee, x9) is: 

Y = -17.93 - 0.09%X1 - 0.47%X2 + 0.95%X3 - 0.21%X4 + 0.24%X5 - 0.07%X6 + 0.06%X7 - 0.02%X8 + 0.18%X10 + 0.18%X11 + 0.45%X12 -1.62%X13
The results of the regression analysis are shown in Table 3 below and are also summarized in tab “1. Knee” in the attached excel workbook:
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Regression Statistics

Multiple R 0.865

R Square 0.749

Adjusted R Square 0.736

Standard Error 0.043

Observations 252

ANOVA

df SS MS F

Significance 

F

Regression 12 1.317 0.110 59.447 9.8E-65

Residual 239 0.441 0.002

Total 251 1.758

Coefficients

Standard 

Error t Stat P-value Lower 95% Upper 95%

Intercept -17.93% 0.168 -1.065 0.288 -0.511 0.152

Weight (lbs) -0.09% 0.001 -1.696 0.091 -0.002 0.000

Neck (cm) -0.47% 0.002 -2.062 0.040 -0.009 0.000

Abdomen (cm) 0.95% 0.001 11.089 0.000 0.008 0.011

Hip (cm) -0.21% 0.001 -1.424 0.156 -0.005 0.001

Thigh (cm) 0.24% 0.001 1.724 0.086 0.000 0.005

Height (in) -0.07% 0.001 -0.724 0.470 -0.003 0.001

Age 0.06% 0.000 2.003 0.046 0.000 0.001

Chest (cm) -0.02% 0.001 -0.248 0.805 -0.002 0.002

Ankle (cm) 0.18% 0.002 0.809 0.419 -0.003 0.006

Bicep (cm) 0.18% 0.002 1.062 0.289 -0.002 0.005

Forearm (cm) 0.45% 0.002 2.290 0.023 0.001 0.008

Wrist (cm) -1.62% 0.005 -3.040 0.003 -0.027 -0.006


The adjusted R2 for the 12-variable model slightly increased from the full mode, from 73.5% to 73.6%. 

Note that the F statistic is closer to zero than the full model, indicating that we would still reject the null hypothesis that all coefficients in the full model are zero. 

In an attempt to improve the model, I then eliminated the variable with the largest P-value (the chest circumference measurement), since the large P-value indicates that we would fail to reject the null hypothesis that the coefficient for this variable is zero. 

I continued in this manner until the adjusted R2 decreased after a variable was eliminated. The intermittent steps (11, 10, and 9 variable models) are shown in the appendix and in the attached excel workbook. The final two steps are described below. 

8-Variable Model (Knee, Chest, Height, Ankle, and Bicep Measurements Eliminated)

The resulting regression equation using 8 independent variables is: 

Y = -22.66 - 0.09%X1 - 0.47%X2 + 0.94%X3 - 0.20%X4 + 0.30%X5 + 0.07%X7 + 0.52%X12 - 1.54%X13
The results of the regression analysis are shown in Table 4 below and are also summarized in tab “5. Bicep” in the attached excel workbook:
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Regression Statistics

Multiple R 0.864

R Square 0.747

Adjusted R Square 0.738

Standard Error 0.043

Observations 252

ANOVA

df SS MS F

Significance 

F

Regression 8 1.312 0.164 89.473 4.9E-68

Residual 243 0.446 0.002

Total 251 1.758

Coefficients

Standard 

Error t Stat P-value Lower 95%

Upper 

95%

Intercept -22.66% 0.117 -1.934 0.054 -0.457 0.004

Weight (lbs) -0.09% 0.000 -2.252 0.025 -0.002 0.000

Neck (cm) -0.47% 0.002 -2.077 0.039 -0.009 0.000

Abdomen (cm) 0.94% 0.001 13.134 0.000 0.008 0.011

Hip (cm) -0.20% 0.001 -1.411 0.159 -0.005 0.001

Thigh (cm) 0.30% 0.001 2.343 0.020 0.000 0.006

Age 0.07% 0.000 2.137 0.034 0.000 0.001

Forearm (cm) 0.52% 0.002 2.768 0.006 0.001 0.009

Wrist (cm) -1.54% 0.005 -3.017 0.003 -0.025 -0.005


The adjusted R2 for the 8-variable model remained constant at 73.8% from the 9-variable model. 

Note that the F statistic is slightly closer to zero than 9-variable model, indicating that we would still reject the null hypothesis that all coefficients in the full model are zero. 

In an attempt to improve the model, I then eliminated the variable with the largest P-value (the hip measurement), since the large P-value indicates that we would fail to reject the null hypothesis that the coefficient for this variable is zero. 

7-Variable Model (Knee, Chest, Height, Ankle, Bicep, and Hip Measurements Eliminated)

The resulting regression equation using 7 independent variables is: 

Y = -33.26 - 0.12%X1 - 0.40%X2 + 0.92%X3 + 0.22%X5 + 0.07%X7 + 0.55%X12 - 1.53%X13
The results of the regression analysis are shown in Table 5 below and are also summarized in tab “6. Hip” in the attached excel workbook:
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Regression Statistics

Multiple R 0.863

R Square 0.744

Adjusted R Square 0.737

Standard Error 0.043

Observations 252

ANOVA

df SS MS F

Significance 

F

Regression 7 1.309 0.187 101.557 1.3E-68

Residual 244 0.449 0.002

Total 251 1.758

Coefficients

Standard 

Error t Stat P-value Lower 95%

Upper 

95%

Intercept -33.26% 0.090 -3.693 0.000 -0.510 -0.155

Weight (lbs) -0.12% 0.000 -3.510 0.001 -0.002 -0.001

Neck (cm) -0.40% 0.002 -1.830 0.068 -0.008 0.000

Abdomen (cm) 0.92% 0.001 13.207 0.000 0.008 0.011

Thigh (cm) 0.22% 0.001 1.913 0.057 0.000 0.005

Age 0.07% 0.000 2.214 0.028 0.000 0.001

Forearm (cm) 0.55% 0.002 2.993 0.003 0.002 0.009

Wrist (cm) -1.53% 0.005 -3.002 0.003 -0.025 -0.005


The adjusted R2 for the 7-variable model decreased slightly from the 8-variable model, from 73.8% to 73.7%. This indicates that the 8-variable model, which includes the hip measurement variable, will explain the variability in the percentage of body fat better than the other models reviewed. 
Conclusion

The following points summarize the analysis completed in this report:
· The key assumptions required to use a linear regression model were reviewed and appear to be reasonable for this data set.

· The model that best fits the data is the 8-variable model, which excludes the knee, chest, height, ankle, and bicep measurements.

· The 8-variable model had the highest adjusted R2, meaning that more of the variability in the percent of body fat could be explained by this model.

In order to expand on this analysis, data could be collected for women to see the impact on the linear model when adding a dichotomous variable for sex. In addition, the two potential data errors that were identified should be confirmed with the original data collector. 

Appendix
11-Variable Model (Knee and Chest Measurements Eliminated)
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Multiple R 0.865

R Square 0.749

Adjusted R Square 0.737

Standard Error 0.043

Observations 252

ANOVA

df SS MS F

Significance 

F

Regression 11 1.317 0.120 65.100 1.2E-65

Residual 240 0.441 0.002

Total 251 1.758

Coefficients

Standard 

Error t Stat P-value Lower 95%

Upper 

95%

Intercept -19.69% 0.152 -1.292 0.198 -0.497 0.103

Weight (lbs) -0.09% 0.000 -1.963 0.051 -0.002 0.000

Neck (cm) -0.48% 0.002 -2.079 0.039 -0.009 0.000

Abdomen (cm) 0.94% 0.001 12.514 0.000 0.008 0.011

Hip (cm) -0.20% 0.001 -1.405 0.161 -0.005 0.001

Thigh (cm) 0.25% 0.001 1.808 0.072 0.000 0.005

Height (in) -0.06% 0.001 -0.687 0.493 -0.002 0.001

Age 0.06% 0.000 2.004 0.046 0.000 0.001

Ankle (cm) 0.18% 0.002 0.822 0.412 -0.002 0.006

Bicep (cm) 0.18% 0.002 1.046 0.297 -0.002 0.005

Forearm (cm) 0.45% 0.002 2.281 0.023 0.001 0.008

Wrist (cm) -1.61% 0.005 -3.041 0.003 -0.027 -0.006


Observations:

· Adjusted R2 increased slightly from the 10-variable model (from 73.6% to 73.7%)
· Eliminate height measurement since this has the highest P-value

10-Variable Model (Knee, Chest, and Height Measurements Eliminated)

[image: image8.emf]Regression Statistics

Multiple R 0.865

R Square 0.748

Adjusted R Square 0.738

Standard Error 0.043

Observations 252

ANOVA

df SS MS F

Significance 

F

Regression 10 1.316 0.132 71.720 1.8E-66

Residual 241 0.442 0.002

Total 251 1.758

Coefficients

Standard 

Error t Stat P-value Lower 95%

Upper 

95%

Intercept -26.00% 0.122 -2.139 0.033 -0.499 -0.021

Weight (lbs) -0.11% 0.000 -2.553 0.011 -0.002 0.000

Neck (cm) -0.47% 0.002 -2.049 0.042 -0.009 0.000

Abdomen (cm) 0.96% 0.001 13.163 0.000 0.008 0.011

Hip (cm) -0.18% 0.001 -1.288 0.199 -0.005 0.001

Thigh (cm) 0.26% 0.001 1.936 0.054 0.000 0.005

Age 0.07% 0.000 2.105 0.036 0.000 0.001

Ankle (cm) 0.18% 0.002 0.851 0.396 -0.002 0.006

Bicep (cm) 0.19% 0.002 1.104 0.271 -0.001 0.005

Forearm (cm) 0.45% 0.002 2.312 0.022 0.001 0.008

Wrist (cm) -1.66% 0.005 -3.143 0.002 -0.027 -0.006


Observations:

· Adjusted R2 increased slightly from the 10-variable model (from 73.7% to 73.8%)

· Eliminate ankle measurement since this has the highest P-value
9-Variable Model (Knee, Chest, Height, and Ankle Measurements Eliminated)

[image: image9.emf]Regression Statistics

Multiple R 0.865

R Square 0.748

Adjusted R Square 0.738

Standard Error 0.043

Observations 252

ANOVA

df SS MS F

Significance 

F

Regression 9 1.314 0.146 79.700 2.8E-67

Residual 242 0.443 0.002

Total 251 1.758

Coefficients

Standard 

Error t Stat P-value Lower 95%

Upper 

95%

Intercept -23.30% 0.117 -1.987 0.048 -0.464 -0.002

Weight (lbs) -0.10% 0.000 -2.418 0.016 -0.002 0.000

Neck (cm) -0.49% 0.002 -2.183 0.030 -0.009 0.000

Abdomen (cm) 0.95% 0.001 13.177 0.000 0.008 0.011

Hip (cm) -0.18% 0.001 -1.316 0.189 -0.005 0.001

Thigh (cm) 0.27% 0.001 1.986 0.048 0.000 0.005

Age 0.06% 0.000 2.058 0.041 0.000 0.001

Bicep (cm) 0.18% 0.002 1.063 0.289 -0.002 0.005

Forearm (cm) 0.45% 0.002 2.306 0.022 0.001 0.008

Wrist (cm) -1.54% 0.005 -3.028 0.003 -0.025 -0.005


Observations:

· Adjusted R2 remained constant (73.8%)

· Eliminate bicep measurement since this has the highest P-value
� The data can be found at this link � HYPERLINK "http://www.amstat.org/publications/jse/datasets/fat.dat.txt" ��http://www.amstat.org/publications/jse/datasets/fat.dat.txt� and the data documentation can be found at this link � HYPERLINK "http://www.amstat.org/publications/jse/datasets/fat.txt" ��http://www.amstat.org/publications/jse/datasets/fat.txt�. 
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