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Predicting Future Birthrates in the United States Using Time Series
I examined birthrates per 1,000 people per year in the United States to see if it was possible to use past birth rates to model future birth rates.  I downloaded the birthrates in the United States from 1909 to 2005 from The United States Census Bureau website (http://www.census.gov/compendia/statab/hist_stats.html).  I chose birthrates for my project because they provide insight into current cultural attitudes about life, family and future of our country.  Many factors such as how the economy is performing, how much opportunity one perceives is available for them in the world as well as perceptions about the family and value placed on the home all contribute.  There are many who worry that if certain birthrate thresholds are not met then a country will face serious economic repercussions as the average age of the population increases and workers retire there will not be enough working individuals to replace retirees in the workforce support all the government funded programs that are available.  In this project we will attempt to find the best model for US birth rates. 
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It seems relatively obvious that seasonality will not be an issue with this data set so the first thing we will set out to do is to check our data to see if it is stationary.  Cryer and Chan define stationarity as the probability laws that govern the behavior of the process do not change over time (constant variance and mean).  An easy test to determine stationarity is to examine the sample autocorrelation function of a data set.  If the correlation of lag k falls off quickly toward 0 as k increases, it indicates that the series is stationary.  The following is the sample autocorrelation function for birth rates from 1909 to 2005:
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As we can see, the series crosses zero after 43 lags but continues to decrease for quite a few more lags until finally increasing and approaching zero again around year 97. Thus we can clearly see that the series does not approach 0 and remain there in a consistent manner.  If the series were stationary once it reached zero it would remain close to zero, therefore we conclude that the data set is not stationary.
Next, we will examine the first differences of the data set, since this is a common approach to transform a non-stationary data set to stationary one.  The following graph shows the sample autocorrelation of the first differences. [image: image3.png]03
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As the lag increases, the autocorrelation function eventually approaches 0 but for approximately 50 years or so the autocorrelation varies quite bit.  Since there is great fluctuation in the first 50 years of the graph, I will split the data series into 2 separate time series and graph them separately.  Based on the autocorrelation function above and the fluctuation seen in the first 50 lags, I will separate the data at the year 1964.  This is actually about 56 years rather than 50 but this corresponds to the end of the baby boom era that followed WWII.  The period from 1909 – 1964 has more fluctuations in it which may be attributable to the major historical events that took place during those years (WWI, the great depression, and WWII). The time period from 1964 – 2005 has been more stable (relatively speaking) than the first period and one would expect to see more consistent birth rates that could be modeled.
The graph of the first differences is shown below for 1909 to 1964.  As can be seen by the picture below, as the lag increases the autocorrelation quickly declines and fluctuates approximately between -0.1 and 0.1.  This indicates that the data for this time period may be stationary.  
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The correlogram of the first differences is shown below for the period 1965 - 2005.  Looking at the graph, we can see that as the lag increases the autocorrelation quickly declines but there is a still a degree of variation in the autocorrelation function.  Thus it is still not clear from this graph if the series is stationary. We can perform a few statistical tests to determine if the series is stationary.
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Model Estimation and Diagnostic Checking

The data for both time periods was fit to an ARIMA (1,1,0) and ARIMA(2,1,0) time series using the equations:

  yt = φ1*yt-1 + δ + et

 yt = φ1*yt-1 + φ2*yt-2 + δ + et
Where et is white noise with mean 0.
For the first period (1909-1964), fitting the equations above using least squares regression resulted in the following equations:
 yt = 0.1581*yt-1 - 0.1380 + et

yt = 0.2053*yt-1 - 0.3065*yt-2  -0.1732 + et
For the AR(1) process |φ1 |<1, thus the data indicates that the series is stationary.  The mean of the ARIMA(1,1,0) model is -0.1639 and has an adjusted R-squared of 0.0065.  This suggests that the model does not do good job of fitting the data.
For the ARIMA(2,1,0) process three conditions must be met in order for the process to be stationary; 1. φ1  + φ2 < 1, 2. φ1  - φ2 < 1, and 3.  |φ2| < 1.  From the formulas above we can see that the criteria is met and therefore series is stationary.  The mean of the ARIMA (2,1,0) model is -0.1573 and has an adjusted R-squared of 0.0818.  This suggests that the model also does not fit the data very well but does a little better job of fitting the data than the AR(1) model.

After the model has been parameterized, the next step is to test the model for white noise.  If the model is correctly specified, then for large displacements, the residual autocorrelations are themselves uncorrelated, normally distributed random variables with mean 0 and constant variance.  The Box Pierce test can be applied to see if this is true and thus test for white noise.  Additionally we can also look at the Durbin Watson Statistic.  A Durbin Watson statistic of 2 indicates no serial correlation among the residuals.  This would imply that the residuals are white noise.  Below are the results from the 1909 to 1964 data:




Durban Watson
BOX-PIERCE Q
(k=55) 

Chi-Squared




Statistic



       5% Significance
ARIMA(1,1,0)

1.9016



32.15



73.31
ARIMA(2,1,0)

1.8877



151.87



73.31
The Durbin Watson statistics are similar to each other and reasonably close to 2, this shows there is little serial correlation amongst the residuals. Since the R-squared value was greater with ARIMA(2,1,0) we still conclude that this is the more favorable model of the two. Both processes have their demerits.  
Since our Q statistic is less than our critical value for the ARIMA(1,1,0) model we fail to reject our hypothesis that the residuals are not a white noise process.  For the ARIMA(2,1,0) process the Box Pierce statistic is greater than the critical value and therefore we can reject our hypothesis that the residuals are not a white noise process. Note that the Q statistic has a chi-squared distribution with k-1 degrees of freedom.
For 1965 to 2005 fitting the equations above using least squares regression resulted in the following equations:
  yt = 0.5192*yt-1 -0.0757 + εt

 yt = 0.6012*yt-1 - 0.1527*yt-2 -0.0912+ εt
Since  |φ1 |<1 for the ARIMA(1,1,0) equation we can say it is stationary. For the ARIMA(2,1,0) process the three conditions are 1. φ2+φ1 <1, 2. φ2-φ1 <1, and 3. |φ2| <1. Once again the data supports the conclusion that the series is stationary.  The mean of the ARIMA(1,1,0) model is -0.1574 and has an adjusted R-squared of 0.2545.  This suggests that the model does not do a very good job of fitting the data.  The mean of the ARIMA(2,1,0) is -0.1653 and has an adjusted R squared of 0.2532 which is very similar to the ARIMA(1,1,0) model and still not necessarily a great fit.
Below are DW Statistic and Box-Pierce statistic for the 1965 to 2005 data:




Durbin Watson
BOX-PIERCE Q
(k=40) 

Chi-Squared




Statistic



       5% Significance
ARIMA(1,1,0)

1.6657


51.45



54.57
ARIMA(2,1,0)

1.8139


53.82



54.57
From our R-Squared results and the Durbin Watson statistic above we can see that our results are not a perfect fit and also show that there may be some serial correlation among the residuals. Since the Durbin Watson statistic are similar and the R-Squared was slightly higher the ARIMA(2,1,0) is a better fit for the data.  
Since our Q statistic is less than our critical value we fail to reject our hypothesis that the residuals are not a white noise process for both models.  Note that the Q statistic has a chi-squared distribution with k-1 degrees of freedom.  
Model Evaluation

Now that we have specified our model we need to test the model for its ability to model future values.  In order to do this we conduct ex post forecasts which forecast birth rates for years in which we know that actual values.  We then compare the actual results to the modeled results to determine the goodness of fit.  Below are the forecasts for the two time periods:

1909-1964

	
	Actual
	Forecasted
	Differences^2

	
	1st differences
	ARIMA(1,1,0)
	ARIMA(2,1,0)
	ARIMA(1,1,0)
	ARIMA(2,1,0)

	1965
	-1.7
	-0.2329
	-0.0818
	2.1525
	2.6185

	1966
	-1.0
	-0.1748
	-0.0061
	0.6809
	0.9878

	1967
	-0.6
	-0.1656
	-0.1494
	0.1887
	0.2031

	1968
	-0.2
	-0.1642
	-0.2020
	0.0013
	0.0000

	1969
	0.3
	-0.1640
	-0.1689
	0.2153
	0.2199

	TOTAL
	
	
	
	3.2386
	4.0292

	
	
	
	
	
	

	
	
	
	
	
	


1965-2005
	
	Actual
	Forecasted
	Differences^2

	
	1st differences
	ARIMA(1,1,0)
	ARIMA(2,1,0)
	ARIMA(1,1,0)
	ARIMA(2,1,0)

	2001
	-0.3
	0.0281
	-0.1553
	0.1077
	0.0209

	2002
	-0.2
	-0.0611
	-0.1683
	0.0193
	0.0010

	2003
	0.2
	-0.1074
	-0.1686
	0.0945
	0.1359

	2004
	-0.1
	-0.1315
	-0.1669
	0.0010
	0.0045

	2005
	0.0
	-0.1440
	-0.1658
	0.0207
	0.0275

	TOTAL
	
	
	
	0.2432
	0.1898

	
	
	
	
	
	

	
	
	
	
	
	


As can be seen by the total sum of squares for the next 5 periods, the models do a much better job at forecasting the values from 2000 to 2005 than it does forecasting the values from 1965 to 1969.  This indicates that the models for the first time period may not be reliable in predicting future values; therefore we may want to change the specification of our model. 

Conclusion

The project used various time frames from 1909 to 2007 to forecast future birth rates.  After testing for stationarity it seemed better to model the birthrates using two different time periods.  For both time frames we found that differencing the birthrates produced a homogenous stationary series.  The differenced series were then modeled using ARIMA(1,1,0) and ARIMA(2,1,0).  It was seen that the ARIMA(2,1,0) model fit the data better for both periods, although it was far from being a perfect fit.  However, when forecasting future values the model for the first time period did not do a good job and therefore should not be used.  While we noted that the time series from the second time frame was more accurate than the first, a more complex time series model would be needed to accurately forecast future birth rates for the both time period.

